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Generative LLM Inference: Autoregressive Decoding
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LLMs are Slow and Expensive to Serve

« At least ten A100-40GB GPUs to serve 175B GPT-3 in half precision

* Generating 256 tokens takes ~20 seconds

« Cannot process many requests in parallel
* Per-request key/value cache takes 3GB GPU memory



Today’s Lecture: Speculative Decoding

* Model-based speculative decoding
« Using a separate draft model to predict LLM’s output

* Model-free speculative decoding
 Using previously generated tokens to predict future tokens



Recall: Incremental Decoding Issues
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* Limited degree of parallelism — underutilized GPU resources
* Need all parameters to decode a token — bottlenecked by GPU memory access

* Measured by serving LLAMA-2-70B on 4 A100 GPUs with 4K sequence length



Tradeoffs between Different Language Models

# Parameters |1758 138|278 ___[760M _|125M

TriviaQA 71.2 57.5 42.3 26.5 6.96
PIQA 82.3 79.9 75.4 72.0 64.3
SQuUAD 64.9 62.6 50.0 39.2 27.5
latency 20s 7.6s 2.7s 1.1s 0.3s
# A100s 10 1 1 1 1

Comparing multiple GPT-3 models*

Large models Small models
|‘ Pro: better generative performance l‘ Pro: cheap and fast
|’ Con: slow and expensive to serve |’ Con: less accurate

* Language Models are Few-Shot Learners. Arxiv. 2005.14165 ‘



Speculative Decoding

1. Use a small speculative model (SSM) to predict the LLM’s output
* SSM runs much faster than LLM
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Speculative Decoding

1. Use a small speculative model (SSM) to predict the LLM’s output
* SSM runs much faster than LLM

2. Use the LLM to verify the SSM’s prediction
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Verifying Speculative Decoding Results

v Vv

Input Prompt [Accelerate LLM  requires machine ] learning systems design SSM Predictions
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Generate 3 new tokens in one LLM decoding step



Verifying Speculative Decoding Results

Input Prompt [Accelerate LLM  requires machine ] learning systems design SSM Predictions
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 LLM inference is bottlenecked by accessing model weights
* using LLM to decode multiple tokens to improve GPU utilization
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Speclnfer: Tree-based Speculative Inference & Verification

Key idea: not use LLMs as incremental decoder, use them as paraliel
token tree verifier

« Better performance: outperform existing LLM systems by
» Higher efficiency: reduce GPU memory access by
» Correctness: verification guarantees end-to-end equivalence

* Specilnfer: Accelerating LLM Serving with Tree-based Speculative Inference and Verification. ASPLOS’ 24

11



Speclnfer Workflow
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Learning-based Speculator

« Small speculative models
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Collective Boost-Tuning

Training prompts
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Collective Boost-Tuning Consistently Improves Performance

= 18SSM = 2 SSMs 4 SSMs

Relative Speedup
w

0.00 0.25 0.50 0.75 1.00

CDF

* LLM: LLAMA-7B, SSM: LLAMA-160M, dataset: Alpaca, GPU: NVIDIA A10
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Token Tree Merge

« A compact way to represent speculated tokens
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Token Tree Verifier
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Sequence-based Decoding
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Issues:
* Redundant decoding computation

* More requests — more GPU memory for key/value cache
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Tree Attention

« same output as sequence attention for each token; no redundancy

Token Sequences
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Tree-based Parallel Decoding
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 ADFS-based approach to linearizing a token tree
* Tree topology-aware causal mask
» Decoding all tokens in a single GPU kernel

* Specilnfer: Accelerating LLM Serving with Tree-based Speculative Inference and Verification. ASPLOS’ 24 20



Verifier

Verification Workflow

Speculated Token Tree
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Stochastic Decoding

verifying stochastic equivalence

PInchecode(' |x<i: LLM) — PSpecInfer(' |x<i' LLM, {SSMi})

« A strawman approach:
« Use LLM to sample x;~Pyerpecode (* |X<i, LLM)
 Verify if x; is in the token tree

22



Nalve Sampling can be Suboptimal

« Assume one LLM, two SSMs, and four possible tokens: t,, t,, t3, t4

1.0 |
0.25 |wrwr wr W - 0.2 vy
t; t, t3 t; t1 ty tg t: ty 1 t3 t4r
SSM 1: P(- |x~;, SSM;) SSM 2: P(- |x-;, SSM,) LLM: P(- |x.;, LLM)
. Naive sampling’s verification prob. = 50%
1
[x] But we can do better by directly accepting SSM 2;
l verification prob. = 100%

Key issue: nalve sampling ignores correlation

Token Tree between P(- |x.;, SSM) and P(- |x.;, LLM)
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Verification

1. Sample a token x~P(u;|U, ©O¢spr)
using SSM

2. If P(x|U,0Bg5y) < P(x|U,011),
directly accept x

3. IfP(XlU @SSM) > P(xlU ®LLM) E

o . .
With probability min(1,— - 2 OLLM) B0 oems): () Verified Normaltzed residual

P x|U,0 P(u; | U, Oggm,) distribution
accept x with prob. ATV,
P(x|U,0ssMm) [\’“S’Sm
4. If reject x, normalize residual

remiiny rl|

Verification

distribution

P'(x|U,0.1y) =
norm(max(0, P(x|U, ©py) — P(x|U, Ossp)))

. e PU U, O )
With probabilit 1, —): ifi
ith p ility min( R U, OSSMS)) @Verlfled

* Details in Speclinfer: Accelerating Large Language Model Serving with Tree-based Speculative Inference and Verification. ASPLOS’24 24



Distributed LLM Serving
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Per-token latency (ms)

Specinfer Accelerates LLM Inference by 1.3-2.4x

vLLM HuggingFace TGl FasterTransformer Specinfer w/ Incremental Decoding mm Speclnfer
100 - 200 -
80 1
175 A
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60 1.4 125 -
1.3x i
40 - 100 1.7x
- 1.4
40 1.7x . e % 75 - 1.9x
1.8x .6X
1.9x i 2.3X
2.0 i 50 2.4x
20 A X 20
I 25 | I
0 T T T T T 0 T T T T T 0 T T T T T
BS=1 BS=2 BS=4 BS=8 BS=16 BS=1 BS=2 BS=4 BS=8 BS=16 BS=1 BS=2 BS=4 BS=8 BS=16
LLaMA-30B OPT-30B LLaMA-65B

(4 GPUs/node, 1 node) (4 GPUs/node, 1 node) (4 GPUs/node, 2 nodes)




Specinfer can Consistently Accelerate LLM Inference

0.2 0.4 0.6 0.8 1.0

LLM: LLaMA-65B, SSMs: LLaMA-160M
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Open Research Questions
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Open Research Questions
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Open Research Questions

t0

algorithm
t1,0
' t21 t3,0

¢ learning 1 .
[> 0 system  design
machine

How to verify stochastic decoding?
Multi-step speculative sampling
Nailve sampling
Greedy sampling
Mixture?

[Accelerating LLM
requires machine]

t1,1_ _, L2
translation model

v

Verified output: machine learning system optirt

ﬁ [machine]>learning—algorithm system—design translation>model
[31 e e e e e e e e e e e e e e e e e e e e e e T
tzo /' design ) Tree-based Parallel Decodlngl I
" algorith /L‘ 7N R PR PR g RN 4 '\
t1,0 i algorithm ; " S ,/, \\ ’ \\ ’ \\ ’ \\ ’ \\ o’ \~/’
learning \ . 3,0 4,0
to / I t21 -7 design 7 [EOS]
machine J&\ . <:| LLM
N 3,2
\ t tll'lt' optimization
ranslation
t22 . f33 \ )
model [EOS] ¢ UV U U V VvV
learning system design optimization [EOS] model [EOS]

Verifier 30



Medusa: Speculative Decoding with Multiple Decoding

Heads

* Introduce trainable attention heads to predict future tokens
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Eagle: Dynamic Speculative Token Trees

» Draft model reuses embedding and
LM head layers of the LLM, and
Introduces a trainable

« Expand phase: draft model selects K
nodes to decode in each iteration

EAGLE: Speculative Sampling Requires Rethinking Feature Uncertainty
EAGLE-2: Faster Inference of Language Models with Dynamic Draft Trees
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Eagle: Dynamic Speculative Token Trees i e
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Today’s Lecture: Speculative Decoding

* Model-based speculative decoding
« Using a separate draft model to predict LLM’s output

 Model-free speculative decoding
« Using previously generated tokens to predict future tokens
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Prompt Lookup Decoding

e Prompt: What is the capital of South Korea?

2-gram 3 speculate tokens During generation:
what is the capital of the capital of South Korea
Is the capital of South

the capital of South Korea

capital of South Korea ?




SuffixDecoding: Two-Tier Suffix Tree Speculation
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SuffixDecoding: Extreme Speculative Decoding for Emerging Al Applications



SuffixDecoding: Two-Tier Suffix Tree Speculation

Request Tree
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SuffixDecoding: Two-Tier Suffix Tree Speculation

Request Tree
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SuffixDecoding: Two-Tier Suffix Tree Speculation
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SuffixDecoding: Two-Tier Suffix Tree Speculation
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Lookahead Decoding

DN~

Update lookahead branch

Lookahead branch: generate one token at each position
Verification branch: verify multiple 3-grams (searched from the 3-gram pool)
Collect and cache newly generated 3-grams from lookahead branch

() 1: lookahead @), 2: verification 3: collect &£ 4: update lookahead
branch branch n-grams branch
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' [ Input token (step t)
' [ Tokens from t-1 steps

' ] Tokens from t-2 steps

Break the Sequential Dependency of LLM Inference Using Lookahead Decodi

[ ] Generated tokens

3-grams from pool
n-gram pool

ng

. Unwanted compute
Wanted compute
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Lookahead Decoding

« Batch verification and lookahead branches in a single pass

. [l Input token (step 9

! [] Speculations

| B Tokens from t-7 step
| @ Tokens from ¢-2 step
! [ Tokens from ¢-3 step

Unwanted Token
Interaction

Wanted Token
Interaction

w=5 G=2
—_—,—

11{2]3]

Verification
Branch

(a) Causal Mask

Break the Sequential Dependency of LLM Inference Using Lookahead Decoding

(b) Lookahead Decoding Mask
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Today’s Lecture: Speculative Decoding

* Model-based speculative decoding
« Using a separate draft model to predict LLM’s output

* Model-free speculative decoding
 Using previously generated tokens to predict future tokens
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