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Generative LLM Inference: Autoregressive Decoding

Input Prompt: [Accelerating LLM requires machine] :»> learning  :» systems :»>optimizations

Iter O Iter 1 lter 2 Iter 3

Vool VS R
Layer 1 Layer 1 Layer 1 Layer 1
boor A T
Layer 2 Layer 2 Layer 2 Layer 2
vooi ' !
Layer 3 Layer 3 Layer 3 Layer 3
b v v ¥
Outputs:  learning systems - optlmlzatlons [EOS]

T.-IIII-. X TIIII'-I- m TL,




Attention Score

Acc. | 1
LLM[ 2|0
requires| 5113
machine[ 2|01 |1
§3 ¢ 2
< 3 5 S
3 @
- £

Pre-filling Phase



Attention Score

learning

Acc. |-
LLM|o
requires|~
machine | =
learning [ N

O
®
o
o
=0
S
Q
v
-
0
7]
®



Generative LLM Inference: Autoregressive Decoding

(O-th iteration):
* Process all input tokens at once
(all other iterations):

* Process a single token generated from previous iteration
« Use attention keys & values of all previous tokens

» Key-value cache:

« Save attention keys and values for the following iterations to avoid
recomputation



LLMs are Slow and Expensive to Serve

« At least ten A100-40GB GPUs to serve 175B GPT-3 in half precision

* Generating 256 tokens takes ~20 seconds

« Cannot process many requests in parallel
* Per-request key/value cache takes 3GB GPU memory



Today’s Lecture: LLMs Serving Techniques

« Continuous Batching
» PagedAttention
» RadixAttention



LLM Decoding Timeline

Generation lteration




Batching Requests to Improve GPU Performance
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Issues with static batching:

* Requests may complete at different iterations

* |dle GPU cycles
* New requests cannot start immediately



Continuous Batching
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Benefits:

» Higher GPU utilization
* New requests can start immediately

Orca: A Distributed Serving System for Transformer-Based Generative Models. OSDI'22



Continuous Batching Step-by-Step

* Receives two new requests R1 and R2

R1: optimizing ML
systems

R2: LLM serving is

Request Pool
(CPU)

Execution Engine
(GPU)
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Continuous Batching Step-by-Step

 |[teration 1: decode R1 and R2

Request Pool
(CPU)

R1: optimizing ML
systems

R2: LLM serving is

Execution Engine
(GPU)

C

lteration 1
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Continuous Batching Step-by-Step

» Receive a new request R3; finish decoding R1 and R2

Maximum serving batch
R3: Aman SHSE S

R1: optimizing ML
systems
R2: LLM serving is

lteration 1

Request Pool Execution Engine
(CPU) (GPU) 13



Continuous Batching Step-by-Step

* Iteration 2: decode R1, R2, R3; receive R4, R5; R2 completes

Maximum serving batch

R4: A dog is size = 3

R1: optimizing ML

systems requires ML

I[teration 2

R2: LLM serving is

critical. <EOS>

Request Pool Execution Engine
(CPU) (GPU) 14



Continuous Batching Step-by-Step

 |teration 3: decode R1, R3, R4

Maximum serving batch
size =3

R1: optimizing ML c
systems

lteration 3
R4: Adogis

Request Pool Execution Engine
(CPU) (GPU) 15

R5: How are




Continuous Batching

« Handle early-finished and late-arrived requests more efficiently
« Higher GPU utilization
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Outline: LLMs Serving Techniques

« Continuous Batching
 PagedAttention
« RadixAttention
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KV Cache Dynamically Grows and Shrinks

[Accelerating LLM requires machine]
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KV Cache Dynamically Grows and Shrinks
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KV Cache Dynamically Grows and Shrinks
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KV Cache Dynamically Grows and Shrinks

[Accelerating LLM requires machine] ;> learning  :» systems :»>optimizations
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Static KV Cache Management \Wastes Memory

0 3 A's max length
S Y Y Y Y
3 KV Cache slots for Pre-allocated slots for A's output External frag. Request B
request A's prompt (Internal frag.)

* Pre-allocates contiguous space of memory to the request’'s maximum
length

« Memory fragmentation
* Internal fragmentation due to unknown output length
- External fragmentation due to non-uniform per-request max lengths

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention
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Significant Memory Waste in KV Cache

* Only 20-40% of KV cache is utilized to store actual token states

M KV Cache " Internal frag. M External frag. & Others
100 -

80 -
60 -
40 -

20 -

KV Cache space usage (%)

Orca Orca Orca vilm
(Max) (Pow?2) (Oracle)

slides from viim: Efficient Memory Management for Large Language Model Serving with PagedAttention

23



PagedAttention

 Application-level memory paging and virtualization for KV cache

Memory management in OS

Page O

Process Page 1
A Page 2
Page 3

Page 4

Physical Memory

Process
B

PagedAttention

Request
A

KV Block 0

KV Block 1

KV Block 2

KV Block 3

KV Block 4

KV Cache

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention

[ Request

B
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Paging KV Cache Space into KV Blocks®

« KV block is a fixed-size contiguous
chunk of memory that stores KV KV blocks
states from left to right block 0

block 1

block 2

KWC@T:@

block 4| Artificia j the
\ y

block 5

block 6

block 7

~
Block size = 4

* The term ""block” is overloaded in PagedAttention



Virtualizing KV Cache

Physical KV blocks

Request block 0
A
block 1| computer | scientist
Prompt: “Alan Turing is a computer scientist”
block 2
Logical KV blocks Block table block 3
block 0| Alan Turing is a \ bIO'ZL‘yrfanaLer # Filled block 4
7 4
block 1 | computer | scientist
p ~— ] ) block 5
block 2 - - block 6
block 3 block 7| Alan Turing is

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention



Attention with Virtualized KV Cache

1. Fetch non-contiguous KV blocks using the block table
2. Apply attention on the fly

KV Cache
Block 1 |computer| scientist | and HT;;::;}]
Block table
- F:”sica:m # Filled
QOCK num r
5 4 Block 2 |renowned| for
Query for <‘E n -
2 2
Block 0 Alan Turing is a

Key insight: attention is associative and commutative



Memory Management with PagedAttention

Physical KV blocks

Request block 0
A
block 1| computer | scientist
Prompt: “Alan Turing is a computer scientist”
Completion: “and” block 2
Logical KV blocks Block table block 3
block 0| Alan Turing is a \ bIOZL‘erJCr:Ler # Filled block 4
7 4
block 1 | computer | scientist
~— ] ) block 5
block 2 - - block 6
block 3 block 7| Alan Turing is

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention



Memory Management with PagedAttention

Physical KV blocks

Request block 0
A
block 1| computer | scientist
Prompt: “Alan Turing is a computer scientist”
Completion: “and” block 2
LOgicaI KV blocks Block table block 3
block 0 Alan Turing is a \ bloF;rk'y:JCr:Ler # Filled block 4
7 4
block 1 | computer | scientist and
\ ] ) block 5
block 2 - - block 6
block 3 block 7| Alan Turing is

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention



Memory Management with PagedAttention

Physical KV blocks

Request block 0
A
block 1| computer | scientist| and
Prompt: “Alan Turing is a computer scientist”
Completion: “and” block 2
LOgicaI KV blocks Block table block 3
block 0 Alan Turing is a \ bloF;rk'y:JCr:Ler # Filled block 4
7 4
block 1 | computer | scientist and
\ ] 3 block 5
block 2 - - block 6
block 3 block 7| Alan | Turing is

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention



Memory Management with PagedAttention

Request
A

Prompt: “Alan Turing is a computer scientist”

Completion: “and mathematician”

Logical KV blocks

Block table
Physical :
block number i Al
7 4
1 4

block 0 Alan Turing is a

block 1 | computer | scientist and ma_tr!em
atician

block 2

block 3

block O

block 1

block 2

block 3

block 4

block 5

block 6

block 7

Physical KV blocks

I mathem

computer | scientist| and . .
atician

Alan Turing is a

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention
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Memory Management with PagedAttention

Request
A

Prompt: “Alan Turing is a computer scientist”

Completion: “and mathematician renowned”

Logical KV blocks

Block table
; ; Physical :
block 0| Alan Turing is a \ block number | # Filled
I mathema 7 4
block 1 | computer | scientist and Fo | 1 p

block 2 |[renowned

block 3

\4

5

block O
block 1

block 2

block 3

block 4
==
| block 5
e —

block 6

block 7

Physical KV blocks

computer | scientist| and mgthem
atician
Allocated on demand
renowned
Alan Turing is a

slides from vlim: Efficient Memory Management for Large Language Model Serving with PagedAttention
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Memory Efficiency of PagedAttention

Minimal internal fragmentation

* Only happens at the last block of a sequence
» # wasted tokens / seq < block size

No external fragmentation

M KV Cache " Internal frag. M External frag. & Others
100 A

80 1
60 -

40 A

KV Cache space usage (%)
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Outline: LLMs Serving Techniques

« Continuous Batching
« PagedAttention (vlim)
« RadixAttention (sglang)
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Opportunity: KV Cache Reuse

(@) Multi-turn chat

(b) Few-shot learning

(c) Self-consistency

* SGLang: Efficient Execution of Structured Language Model Programs

Turn1(Q) Turn 1 (A)
Chat History Turn 2 (Q) Turn 2 (A)
Chat History [ Turn 3 (Q) Turn 3 (A)
Chat History Turn 4 (Q) Turn 4 (A)
Prompt 1 Few-shot examples | Question 1 | Answer 1
Prompt 2 Few-shot examples —[ Question 2 ]—J Answer 2
Prompt 3 Few-shot examples Question 3 Answer 3
Answer 1 Generation 1
Prompt Question Answer 2 Generation 2
Answer 3 Generation 3

35



RadixAttention: Attention with Prefix Sharing

 Existing systems: discard KV cache after a request finishes
« RadixAttention: maintain an LRU cache for all requests in a radix tree

(compact prefix tree)

(1) (2) (3)
You are a helpful assistant. You are a helpful assistant.
User: Hello! User: Hello!
Assistant: Hi! Assistant: Hi!

)

User: Solve this problem ...
Assistant: Sure! ...

[

* SGLang: Efficient Execution of Structured Language Model Programs

(4)

)

C
.

You are a helpful assistant.

-

_J
User: Hello! User: What can you do?
Assistant: Hi! | Assistant: | can ...

]

User: Solve this question...
Assistant: Sure! ...

(<)

(5)

[

You are a helpful assistant.

)

User: Hello!
Assistant: Hil

L]

|
' evicted

f— ™
(X

User: What can you do?
Assistant: | can ...

)

User: Write a story ...
Assistant: Sure! ...

0
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RadixAttention: Attention with Prefix Sharing

 Existing systems: discard KV cache after a request finishes

« RadixAttention: maintain an LRU cache for all requests in a radix tree

(compact prefix tree)

(6)

L]

You are a helpful assistant.

)

User: Hello!
Assistant: Hil

0

User: What can you do?
Assistant: | can ...

)

User: Write a story ...
Assistant: Sure! ...

[

(=)

* SGLang: Efficient Execution of Structured Language Model Programs

Question 1: ...
Answer 1: ...
Question 2: ...
Answer 2:...
Question 3: ..
Answer 3: ..

(7)

[

You are a helpful assistant.

[_]
|
User: Hello!

Assistant: Hil!

()

User: What can you do?
Assistant: | can ...

0

User: Write a story ...
Assistant: Sure! ...

(]

Answer 1: ...

Answer 2:...
Question 3:

Question 1:.

Question 2: .

E']
J
What ...

Answer 3: ...

[

When ...

)

Answer 3: ...

How ...
Answer 3: ...

)
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RadixAttention: Attention with Prefix Sharing

 Existing systems: discard KV cache after a request finishes

« RadixAttention: maintain an LRU cache for all requests in a radix tree
(compact prefix tree)

(8) (9)

D Question 1: ... D Question 1: ...

You are a helpful assistant. Answer 1: ... You are a helpful assistant. Answer 1: ...
[} ___________________ Question 2: ... [j Question 2: ...

} Answer 2:... Answer 2:...

User: Hello! L Question 3: User: Hello! Question 3:

Assistant: Hi! l evicted Assnstant Hi! [} _____________________
] X (] What.. - -

User: Solve this question... | What ... When ... How ... Answer3 :7 J evicted { X

Assistant: Sure! ... : Answer 3: ... |Answer3:.. |Answer3:... eV'Cted

User: How about ..? (;{: D

Assistant: It is a ... U J This is . Letus. We can . To solve ..
[J

* SGLang: Efficient Execution of Structured Language Model Programs



CPU Overhead Hiding

« An unoptimized inference engine can waste more than 50% time on CPU
scheduling

Cost breakdown of running Llama 1.3B
40

30
20
w -
0

vLLM v0.5.4 SGLang v0.2.13
B GPU Computation ® CPU Overhead

Source: https://mlsys.wuklab.io/posts/scheduling overhead/
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CPU Overhead

CPU scheduler iteratively

1.

o kDN

CPU
GPU

Receives input messages from users Pseudo code (every line is blocking)
while True:
Processes results from the model worker e e o R TEEEERET
Checks Stop conditions process_input_requests(recv_reqs)
i ] batch = get_next_batch_to_run()
Runs prefix matching and request reorder FesTlE: & (Fun, Bkl EEeh)

process_batch_result(batch , result)

Allocates memory for the next batch

Scheduler Scheduler Scheduler

Model Worker Model Worker Model Worker

* SGLang: Efficient Execution of Structured Language Model Programs
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Overlapped Scheduler

« Hide CPU overhead by overlapping scheduler & model worker

Blocking
Scheduler

Overlapped
Scheduler

Scheduler Scheduler Scheduler

Model Worker Model Worker Model Worker
Scheduler Scheduler Scheduler

Model Worker Model Worker Model Worker

* SGLang: Efficient Execution of Structured Language Model Programs
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Overlapped Scheduling in SGLang

» Goal: overlap run batch (GPU) and process batch result (CPU)

Normal version

while True:
recv_reqs = recv_requests()
process_input_requests(recv_reqs)
batch = get_next_batch_to_run()
result = run_batch(batch)
process_batch_result(batch , result)

* SGLang: Efficient Execution of Structured Language Model Programs

Overlap version
last_batch = None
while True:

recv_reqs = recv_requests()
process_input_requests(recv_reqs)
batch = get_next_batch_to_run()
result = run_batch(batch
result_queue.put((batch, result))
if last_batch is not None:

tmp_batch, tmp_result = result_queue.get()
process_batch_result(tmp_batch, tmp_result)
last_batch = batch,.

run_batch is non-blocking and returns a reference;
overlapping run_batch of the current iteration with
process batch result of the previous iteration

42



Resolve Dependency
. delay the finish condition check

* We assume a request did not finish and immediately run it in the next
decoding batch

* We resolve dependency by paying the overhead of decoding one more
useless token

* SGLang: Efficient Execution of Structured Language Model Programs

43



Evaluation

Llama-8B (bf16) on 1 x A100. Higher Throughput is Better.

Output Throughput (token/s)

6000

4000

2000

W vLLM W TensorRT-LLM WM SGLang

Input-1024 Input-1024 Input-4096 Input-4096 Input-256
Output-1024  Output-512  Output-2048 Output-1024  Output-512

Llama-70B (fp8) on 8 x H100. Higher Throughput is Better.

Output Throughput (token/s)

10000

7500

5000

2500

0

M vLLM W TensorRT-LLM M SGLang

Input-1024 Input-1024 Input-4096 Input-4096 Input-256
Output-1024  Output-512  Output-2048 Output-1024 Output-512

ShareGPT

ShareGPT
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Recap: LLMs Serving Techniques

« Continuous Batching
« Handle early-finished and late-arrived requests more efficiently

« PagedAttention

 Application-level memory paging and virtualization for KV cache

« RadixAttention
« Maintain an LRU cache for all requests in a radix tree
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