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Understand and shape the role of ✨ AI 
in 🎶 human creativity and 󰳕 
productivity 

Creativity is a process, 
not just a product

We often focus on music, 
but the goals are broader



Modern demos / outline
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What can music LMs do in 2026?

5

Text-to-music “lo fi beat, chill vocals about 
natural language processing”

As you listen: have you 
ever deliberately 
listened to AI-generated 
music? What do you 
feel listening to this 
example?

★

https://suno.com/


What can music LMs do in 2026?
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Text-to-music “lo fi beat, chill vocals about 
natural language processing”

[Verse]
Data whispers like a gentle stream
Words unweave into a lucid dream
Syntax bends where the thoughts collide
Meaning flows on the other side

[Chorus]
Speak to me in code / In light, in fire
Every word a spark / A line, a wire
Syntax and soul / They intertwine
Natural language / Yours and mine

[Instrumental intro]

As you listen: have you 
ever deliberately 
listened to AI-generated 
music? What do you 
feel listening to this 
example?

★

https://suno.com/


What can music LMs do in 2026?
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Text-to-music

Real-time gen.

“lo fi beat, chill vocals about 
natural language processing”

��
LM

“funk” A maj +🥁 “slower” …

https://suno.com/
https://labs.google/fx/tools/music-fx-dj


What can music LMs do in 2026?

Text-to-music

Real-time gen.

“lo fi beat, chill vocals about 
natural language processing”

��
LM

“funk” A maj +🥁 “slower” …

https://suno.com/
https://labs.google/fx/tools/music-fx-dj
http://www.youtube.com/watch?v=thAhd82XnMc&t=264


What can music LMs do in 2026?
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Text-to-music

Real-time gen.

Creative co-pilots,
music programs

“lo fi beat, chill vocals about 
natural language processing”

��
LM

“funk” A maj +🥁 “slower” …

��
LM

LM?

“FM synth in Pd”

https://suno.com/
https://labs.google/fx/tools/music-fx-dj
https://www.hooktheory.com/hookpad/aria
https://gclef-cmu.org/pure-vibes/


What can music LMs do in 2026?
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Text-to-music

Real-time gen.

Creative co-pilots,
music programs

“lo fi beat, chill vocals about 
natural language processing”

��
LM

“funk” A maj +🥁 “slower” …

��
LM

LM?

“FM synth in Pd”

https://suno.com/
https://labs.google/fx/tools/music-fx-dj
https://www.hooktheory.com/hookpad/aria
https://gclef-cmu.org/pure-vibes/
http://www.youtube.com/watch?v=WRRb3HFr7Mc


What can music LMs do in 2026?
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Text-to-music

Real-time gen.

Creative co-pilots,
music programs

“lo fi beat, chill vocals about 
natural language processing”

��
LM

“funk” A maj +🥁 “slower” …

��
LM

LM?

“FM synth in Pd”

https://suno.com/
https://labs.google/fx/tools/music-fx-dj
https://www.hooktheory.com/hookpad/aria
https://gclef-cmu.org/pure-vibes/


Overview

● Symbolic music LMs methods and history
● Modern music audio LMs
● Research frontiers in music LMs
● Today is a crash course! If you’re interested:

○ Take 15-798 Generative AI for Music and Audio, planned Spring 2027
○ Join our music AI reading group (send me an email)
○ Learn more at gclef-cmu.org 
○ Email me chrisdonahue@cmu.edu 
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https://gclef-cmu.org/
mailto:chrisdonahue@cmu.edu


Basics, history, symbolic
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Overview

14

● Symbolic music LMs methods and history
● Modern music audio LMs
● Research frontiers in music LMs
● Today is a crash course! If you’re interested:

○ Take 15-798 Generative AI for Music and Audio, planned Spring 2027
○ Join our music AI reading group (send me an email)
○ Learn more at gclef-cmu.org 
○ Email me chrisdonahue@cmu.edu 

https://gclef-cmu.org/
mailto:chrisdonahue@cmu.edu


Music is inherently multimodal

15

🔊 Audio
(10 MB)

🎼 Score
(1 kB)

Musical sound (acoustic, continuous, dense) 

may depict an underlying musical score (discrete, symbolic, sparse)

Do you know how to read sheet music? Y/N★



Language models for music

?
books

minds

giraffe

The students opened theirFrom language

to music scores

and music audio!

♯
?

16
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🤔 Scores look a lot like language!

We can tokenize in a manner similar to language

C, C, G, G, A, A, G, …

17



🤔 Scores look a lot like language!

We can tokenize in a manner similar to language

C, C, G, G, A, A, G, …
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Designing tokenizers to emphasize musical attributes

Just like with text, there are different ways to tokenize music

Pitch classes: C, C, G, G, A, A, G

With time: ♩C, ♩C, ♩G, ♩G, ♩A, ♩A,   G

With octaves: ♩C4, ♩C4, ♩G4, ♩G4, ♩A4, ♩A4,   G4

Less faithful

More faithful

19

Small vocab

Large vocab



With time: ♩C, ♩C, ♩G, ♩G, ♩A, ♩A,   G

Small vocab

Large vocab

Tokenization schemes can preserve different musical info

Just like with text, there are different ways to tokenize music

Pitch classes: C, C, G, G, A, A, G

With octaves: ♩C4, ♩C4, ♩G4, ♩G4, ♩A4, ♩A4,   G4

More simple

More complex

20

We can also manipulate both the vocabulary    .
Trade off sequence length and vocab size.

        = {♩C,    G, … }             = {♩,    , C, G, …}

Small vocab

Large vocab



Domain-specific challenge: simultaneity

Unlike in text, multiple symbolic music tokens can coincide in time

21



Domain-specific challenge: simultaneity

Unlike in text, multiple symbolic music tokens can coincide in time
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Domain-specific challenge: simultaneity

Unlike in text, multiple symbolic music tokens can coincide in time. One approach 
is to insert “time shift” tokens to encode changes in time [Oore and Simon 17]

C3, E3, G3, C4, ♩, C4, ♩, G4 …

23Time shift by 1 beat



A probabilistic view on music

Music can be interpreted as the result of a stochastic process. Example:

Roll a 🎲 seven times. Map outcomes {1, 2, 3, 4, 5, 6} to pitches {C, D, E, F, G, A}

24

C C G G A A G

What is the likelihood that we get Twinkle Twinkle here?★



A probabilistic view on music

Music can be interpreted as the result of a stochastic process. Example:

Roll a 🎲 seven times. Map outcomes {1, 2, 3, 4, 5, 6} to pitches {C, D, E, F, G, A}

🤔 What is the likelihood that we get Twinkle Twinkle Little Star?

Extremely low. ⅙ · ⅙ · ⅙ · ⅙ · ⅙ · ⅙ · ⅙, or 1 in 279936
25

C C G G A A G



History: Probability in classical music (demo)

Classical example: Musikalisches Würfelspiel (“Musical dice game”), 18th century
…

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 1

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 2

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 3

🎲🎲 = 
2

26

https://gbrachetta.github.io/Musical-Dice/


History: Probability in classical music (demo)

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 1 …

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4
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🎲🎲 = 
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🎲🎲 = 
3

…

🎲🎲 = 4

Measure 3

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 1 …

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 2

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 3

🎲🎲 = 
2

Classical example: Musikalisches Würfelspiel (“Musical dice game”), 18th century
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https://dice.humdrum.org/


History: Probability in classical music (demo)

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 1 …

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 2

🎲🎲 = 
2

🎲🎲 = 
3

…

🎲🎲 = 4

Measure 3

🎲🎲 = 
2

Classical example: Musikalisches Würfelspiel (“Musical dice game”), 18th century
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https://dice.humdrum.org/


History: Probability in 20th century music

Algorithmic composition methods emphasized Markov chains (bigram models)

29

P(ni | ni-1) =

C

D

E

F

G

A

B

C D E F G A B



History: Probability in 20th century music

Earlier on, Markov chain probabilities were hand-tuned to encode expertise

30

ILLIAC Suite (1957)
Lejaren Hiller / 
Leonard Isaacson

.00 .35 .20 .15 .15 .10 .05

.30 .00 .30 .15 .10 .10 .05

.15 .30 .00 .30 .10 .10 .05

.10 .10 .30 .00 .30 .10 .10

.20 .05 .10 .25 .00 .30 .10

.10 .05 .05 .15 .30 .00 .35

.45 .05 .05 .05 .05 .35 .00

P(ni | ni-1) =

C

D

E

F

G

A

B

C D E F G A B

http://www.youtube.com/watch?v=QyqiSbbwHIs


History: Probability in 20th century music

Later on, probabilities were “learned” (via n-gram statistics) from examples
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Pluton (1988)
Philippe Manoury /
Miller Puckette

P(ni | ni-1) =

http://www.youtube.com/watch?v=p9TPlYCp5ps&t=310


History: Probability in 20th century music

These simpler probabilistic techniques are still relevant today!

32

Untitled (2022)
Autechre

P(ni | ni-1) =

.00 .35 .20 .15 .15 .10 .05

.30 .00 .30 .15 .10 .10 .05

.15 .30 .00 .30 .10 .10 .05

.10 .10 .30 .00 .30 .10 .10

.20 .05 .10 .25 .00 .30 .10

.10 .05 .05 .15 .30 .00 .35

.45 .05 .05 .05 .05 .35 .00

http://www.youtube.com/watch?v=3poN6FDyB28


Modern deep learning / “gen AI” era

Key differences in modern approach:

33

P(ni | ni-1) =

.00 .35 .20 .15 .15 .10 .05

.30 .00 .30 .15 .10 .10 .05

.15 .30 .00 .30 .10 .10 .05

.10 .10 .30 .00 .30 .10 .10

.20 .05 .10 .25 .00 .30 .10

.10 .05 .05 .15 .30 .00 .35

.45 .05 .05 .05 .05 .35 .00

C

D

E

F

G

A

B

C D E F G A B

P(ni | n<i) =

<S> C C G G A A G

fθ, e.g., RNN/Transformer

.25 .05 .05 .50 .15 .05 .05

C D E F G A B

C C G G A A G F

Neural network to fight 
curse of dimensionality

Longer history (no 
Markov assumption)

Same “output” 
type signature

More training data



Early experiments with neural networks

Todd CMJ’89

Autoregressive prediction

Eck/Schmidhuber NNSP’02

Early work with recurrent neural networks

Generations

34

https://webia.lip6.fr/~briot/cours/unirio/A%20Connectionist%20Approach%20to%20Algorithmic%20Composition.pdf
https://ieeexplore.ieee.org/document/1030094


Early experiments with neural networks

Todd CMJ’89

Autoregressive prediction

Eck/Schmidhuber NNSP’02

Early work with recurrent neural networks

Generations

35

Doug Eck would later start the 
Magenta team at Google

MelodyRNN (Waite 16)

https://webia.lip6.fr/~briot/cours/unirio/A%20Connectionist%20Approach%20to%20Algorithmic%20Composition.pdf
https://ieeexplore.ieee.org/document/1030094
http://www.youtube.com/watch?v=nHxr9u9_4_s
https://magenta.withgoogle.com/2016/07/15/lookback-rnn-attention-rnn


Example: training on expressive piano performance

PerformanceRNN (Simon/Oore 17)

36

Music Transformer (Huang+ ICLR’19)

https://magenta.withgoogle.com/performance-rnn
https://docs.google.com/file/d/1OUyExFiszVgkReCNnLmhYc5okJ6GtxB5/preview
https://docs.google.com/file/d/1qmXRAwJ8_6hkyJCn5LhTvH6TYtQHbQHJ/preview


Example: real-time generation conditioned on user control

37

The Flaming Lips play Piano Genie 
using a plate of 🍎 fruit

https://magenta.withgoogle.com/fruitgenie 

Piano Genie (Donahue+ IUI’19)
🕹 8 buttons -> 🎹 88 keys

https://chrisdonahue.com/piano-genie 

https://magenta.withgoogle.com/fruitgenie
https://chrisdonahue.com/piano-genie
http://www.youtube.com/watch?v=YRb0XAnUpIk
http://www.youtube.com/watch?v=HoVs4kC68no
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Performers

Audience

Expertise 
divide

1 2 3 4 5 6 7 8

Piano Genie

��



Autoencoder-based approach

39

Encoded Reconstructed

👋 🎶

Piano Genie
(Decoder)

Expert

🎶

Encoder



Example: symbolic generation as music “co-pilot”

40

Anticipatory music transformer 
(Thickstun+ TMLR’24)

Powers Hookpad Aria co-pilot
(Donahue+ ISMIR’24)

Aria

🎶 Suggestions (717k)

👍 Feedback (95k)

Future work:
Alignment,

Personalization,
Evaluation

Musicians (8k)

https://www.hooktheory.com/hookpad/aria 

Continue

Infill

Accompany

https://www.hooktheory.com/hookpad/aria


Symbolic is great, but what about audio?

41



Audio

42



Overview

43

● Symbolic music LMs methods and history
● Modern music audio LMs
● Research frontiers in music LMs



🤔 Samples of audio can also be “tokens”!

Raw audio waveforms are also discretized through sampling at some uniform rate

-1

1

0

A
m

pl
itu

de

“Tokens” (samples): 0, 1, 0, -1, 0, 1, 0, -1, …
44

Time



A ⚡ primer on digital audio

Audio is a continuous measurement of fluctuating air pressure caused by sound

But continuous signals cannot be natively stored on digital media

-1

1

0

Time

P
re

ss
ur

e

45



A ⚡ primer on digital audio

-1

1

0

Time

P
re

ss
ur

e

Digital audio involves sampling the signal at uniform intervals:

46



A ⚡ primer on digital audio

Digital audio further quantizes signals to set of discrete amplitudes:

-1

1

0

Time

P
re

ss
ur

e

= {-1, -½, 0, ½, 1}

47



A ⚡ primer on digital audio

Digital audio further quantizes signals to set of discrete amplitudes:

-1

1

0

Time

P
re

ss
ur

e

= {-1, -½, 0, ½, 1}

48



Waveforms can be “tokens”!

Hence, we could simply treat each sample of a digital audio waveform as a token

-1

1

0

P
re

ss
ur

e

0, 1, 0, -1, 0, 1, 0, -1, …
49



Modeling raw audio waveforms

50

WaveNet (van den Oord+ 16), a “language model” on raw audio time series



Tens of thousands of samples per second
Structure at many different timescales

Waveforms are long Achilles heel for Transformers

But there’s a catch…

📷: (Left) WaveNet blog post, (Right) Vaswani+ NeurIPS’17 51



Waveform lengths in perspective

102

103

104

105

106

107

108

S
eq

ue
nc

e 
le

ng
th

(lo
g 

sc
al

e)

2pg Doc LRA 10s Speech 1MP Image Pop song Symphony

52



Structure across 6+ orders of magnitude

● ~2ms: Period of 440 Hz sinusoid
● ~10ms: Length of musical attack

53

Acoustic

● 500ms: Length of one beat at 120 BPM
● 2s: Length of one measure at 120 BPM
● ~20s: Length of a pop chorus
● ~180s: Length of a pop song
● ~3600s: Length of a symphony

Symbolic



How can we tractably model audio with LMs?

💡 Maybe we can compress it first!

54



Codec language models
van den Oord+ NeurIPS’17, Dieleman+ NeurIPS’18, Dhariwal/Jun/Payne+ 20

55

w Decθ(Encφ(w))

Encφ Decθ

Encφ(w)

[1, 0, 6, 3, 8, 
2, 1, 8, …]

1. Learn a discrete codec

Minimize round trip reconstruction error:
L(φ, θ)  = Ew[distance(w, Decθ(Encφ(w)))]

~2-3 orders of magnitude compression



Codec language models
van den Oord+ NeurIPS’17, Dieleman+ NeurIPS’18, Dhariwal/Jun/Payne+ 20

56

w Decθ(Encφ(w))

Encφ Decθ

Encφ(w)

[1, 0, 6, 3, 8, 
2, 1, 8, …]

2. Model distribution 
with LM Pψ(Enc(w))

LMψ



Codec language models
van den Oord+ NeurIPS’17, Dieleman+ NeurIPS’18, Dhariwal/Jun/Payne+ 20

57

w Decθ(Encφ(w))

Encφ Decθ

Encφ(w)

[1, 0, 6, 3, 8, 
2, 1, 8, …]

w’ ~ Pψ(Enc(w)) Generated

Decθ
3. Generate audio 
using LM and Dec

LMψ



Codec LMs for music audio

Jukebox (Dhariwal/Jun/Payne+ 20)

Generation in broad acoustic styles with lyrics

MusicLM (Agostinelli+ 23)

Generation with open domain text control

     Jukebox

“Funky piece that grows 
gradually towards a strong, 

danceable beat and a 
prominent bassline.”

58

https://arxiv.org/abs/2005.00341
https://arxiv.org/abs/2301.11325


Modern “2D” codec LMs

Residual vector quant autoencoders
(Zeghidour+ TASLP’21)

59

RVQ Encoder

Depth 

Frames

Samples

2D nested Transformers
(Yu/Simig/Flaherty+ 23, Défossez+ 24)

Temporal 
Transformer

Depth 
Trans.

f1 f2 f3 f4 f5 f6 f7 f8 f9
1 f9

2 f9
3

P(fi
j | fi

<j, Temp(f<i))

fi is i-th frame, fi
j its j-th depth level

Temp(fi)

Where else might this 
2D structure arise?★



Example: Magenta RealTime
(GDM Lyria Team, NeurIPS’25)

60

Text control 
via CLIP-style 

contrastive 
text/audio
encoders

Limited to 10s of 
audio history
 for efficiency

Generates in 
2s chunks to 
achieve real-time

https://docs.google.com/file/d/11qwUWxcJImrj0d139dzoK65bjL1Obz-U/preview


Understanding music requires both scores and audio!

● Scores are editable
● Cheaper to model
● Lacking detail
● Not universal

61

● Captivating, full detail
● “Universal”
● Expensive to train/generate
● Audio is not easily editable

♯
? ?

Score LMs Audio LMs



Frontiers
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Overview
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● Symbolic music LMs methods and history
● Modern music audio LMs
● Research frontiers in music LMs



Music is inherently multimodal

64

↔ ↔
Concrete Abstract



M:2/4
L:1/8
K:Bb
V:1 treble
%%staves {1 2}
V:2 bass
[V:1] z [FAc][FAc][FAc] | [G2B2d2] | z 
[FAc][FAc][FAc] | [G4B4d4] |
[V:2] z [F,A,C][F,A,C][F,A,C] | [G,2B,2D2] 
| z [F,A,C][F,A,C][F,A,C] | [G,4B,4D4] |

Frontier models fail to understand
concrete multimodal relationships in music

65

Translate this into ABC notation

[Render of Claude’s ABC output]

[Input         image]



X:1
M:2/4
L:1/16
Q:1/4=240
K:Cmaj
|: C E G c G E C z | G B D g D B G z | C E 
G c G E C z | F A C f C A F z :|

Frontier models fail to understand
concrete multimodal relationships in music

66

Translate this into ABC notation

[Synthesis of Gemini’s ABC output]

[Input         audio]



Our recent work: LM-based     ->     music translation
Jung+ TASLP’25

67

Irmak Bukey
CSD PhD Student

http://www.youtube.com/watch?v=UadAHXboq3w


Method: modality-specific, locality-sensitive tokenization 

68

Encimg Encaudio

Score Image Music Audio

Encmxml Encmidi

MusicXML MIDI

𝄢��C ♩

𝄞��D ♫
𝄞��D ♫ ♫D C ♩ ����

344 per sec92 per sec~32 per sec ~100 per sec



Method: unified LM-based approach to music translation

69

Image

MXML

MIDI

𝄢��C ♩

𝄞��D ♫

𝄞��D ♫

♫D C ♩

����Audio

𝄢��C ♩

𝄞��D ♫

𝄞��D ♫

♫D C ♩

����

Transformer
Encoder

Transformer
Decoder



Contextual and multimodal control with Aria and AMUSE
Kim+ CHI’25 🥇 Best Paper

70

Yewon Kim
CSD PhD Student

http://www.youtube.com/watch?v=FbFD3B2OCo8


Context-aware music adaptation
Wang+ CHI’24, UIS’24

71

Alex Wang
HCII PhD Student

https://docs.google.com/file/d/1FRv2yQeHS81AuQi9vbXuqcxQqW1k264X/preview


In-the-wild evaluation music-arena.org
Kim+ NeurIPS’25

72

🗳 Vote

~4k votes collected 
since July 2025

Wayne Chi
CSD PhD Student

http://music-arena.org
https://docs.google.com/file/d/1UHrb9Y7OsYikvnPc7CE6QUdLFmFhHuLC/preview


AI is actively transforming music

73



Training data attribution for music
Deng+ ‘25, Under review

For policymakers

74

For rightsholders (artists, labels)

Push for “fair deployment”!

AI revenue

M
usic rem

uneration

Fairly trained Fairly deployed Both

Data attribution rank

M
usic sim

ilarity

Similarity != causal influence

Undervalued
by sim.

Overvalued
by sim.

Sim. consistent w/ 
causal influence

Undervalued 
below blue line

Causal may require regulation



Music is not just a product, but a process

Process

75

Product

AI has tremendous potential to both:

enrich the process 🌹automate the product 🥀



Overview

76

● Symbolic music LMs methods and history
● Modern music audio LMs
● Research frontiers in music LMs
● Today was a crash course! If you’re interested:

○ Take 15-798 Generative AI for Music and Audio, planned Spring 2027
○ Learn more at gclef-cmu.org 
○ Email me chrisdonahue@cmu.edu 

● Thanks! Questions?

Would you rather go to a great concert by an AI 
performer or a mediocre concert by a human performer?★

https://gclef-cmu.org/
mailto:chrisdonahue@cmu.edu

