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Our goals for 11-766 students:
• Build critical thinking skills for figuring out which (if any) LLM is the right tool for 

any particular application
• Learn the different ways you can customize base LLM technology to different tasks 

and applications you care about
• Prepare you for industry jobs where you will be designing and building applications 

that rely on LLMs
• (or prepare you for research positions where you’ll be testing how choices in LLM 

implementation affect the performance/usefulness/etc. of different applications)



Whenever you use AI for this class, you should be asking 
yourself:

Is this helping me to learn more effectively, or is it helping me 
to get out of learning?



Our goals for 11-766 students:
• Build critical thinking skills for figuring out which (if any) LLM is the right tool for 

any particular application
• Learn the different ways you can customize base LLM technology to different tasks 

and applications you care about
• Prepare you for industry jobs where you will be designing and building applications 

that rely on LLMs
• (or prepare you for research positions where you’ll be testing how choices in LLM 

implementation affect the performance/usefulness/etc. of different applications)

If your learning goals don’t at least somewhat overlap with the ones on this 
slide, you will have trouble succeeding in 11-766.



An Apology from Us

The template we provided for the project pitch did not contain a place for you to mark 
down acceptable use of AI. Because we failed to provide this, we will not be enforcing 
the following:
— 
If you do use AI systems to help with the homework, please fill out the “Use of AI” question on 
the homework to help the instructors understand your usage. Use of AI without making an 
honest attempt at answering this question will be considered a violation of academic integrity.
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Retrieval-enhanced machine learning

8

predictive model
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Hamed Zamani, Fernando Diaz, Mostafa Dehghani, Donald Metzler, and Michael Bendersky. Retrieval-enhanced machine learning. In Proceedings of the 45th annual international acm sigir conference on 
research and development in information retrieval, 2022.

In LLMs the presented 
results are incorporated 
into the generator’s 
prompt for the final 
answer



in-context RAG
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“what is the 
highest point in 
Pittsburgh?”

user prompt

“The highest point 
in Pittsburgh is the 
Cathedral of 
Learning.”

model output

invisible to the user

augmented user prompt

Question:

“what is the highest point in Pittsburgh?”

Answer:

generate



11

“what is the 
highest point in 
Pittsburgh?”

user prompt

1. “The highest point within the city of 
Pittsburgh is Mount Washington, which rises to 
approximately 1,250 feet above sea level.”

2. “Mount Washington, formerly known as Coal 
Hill, is commonly cited as the highest elevation 
in Pittsburgh and offers panoramic views of the 
city.”

3. “Pittsburgh features several elevated 
neighborhoods, including Mount Washington 
and Observatory Hill, which sit above the 
downtown area.”

4. “Pittsburgh is located at the confluence of the 
Allegheny and Monongahela rivers, forming the 
Ohio River.”

results

“The highest point 
in Pittsburgh is 
Mount 
Washington, which 
reaches an 
elevation of about 
1,250 feet above sea 
level.”

model output

invisible to the user

model query

Question:

“what is the highest point in Pittsburgh?”

Please construct a keyword query for the 
above question:

augmented user prompt

Question:

1. “The highest point within the city of Pittsburgh is 
Mount Washington, which rises to approximately 1,250 
feet above sea level.”

2. “Mount Washington, formerly known as Coal Hill, is 
commonly cited as the highest elevation in Pittsburgh 
and offers panoramic views of the city.”

3. “Pittsburgh features several elevated neighborhoods, 
including Mount Washington and Observatory Hill, 
which sit above the downtown area.”

4. “Pittsburgh is located at the confluence of the 
Allegheny and Monongahela rivers, forming the Ohio 
River.”

“what is the highest point in Pittsburgh?”

Please answer the above question based on the 
following information:

Answer:

retrieve

generate

Retrieval becomes prompt engineering: generator sees retrieved text in its context window



In-context RAG

12
Ori Ram, Yoav Levine, Itay Dalmedigos, Dor Muhlgay, Amnon Shashua, Kevin Leyton-Brown, and Yoav Shoham. In-context retrieval-augmented language models. Transactions of the Association for 
Computational Linguistics, 11:1316--1331, 2023.

● In upstream language modeling task, simply adding retrieved context gives large gains, especially smaller models  
● Similar significant gains in downstream tasks such as Question Answering

Simply augmenting input-space of LMs give significant gain across different tasks 



In-context RAG

13
Alex Mallen, Akari Asai, Victor Zhong, Rajarshi Das, Daniel Khashabi, and Hannaneh Hajishirzi. When not to trust language models: investigating effectiveness of parametric and non-parametric 
memories. In Anna Rogers, Jordan Boyd-Graber, and Naoaki Okazaki, editors, Proceedings of the 61st annual meeting of the association for computational linguistics (volume 1: long papers), 2023.

● On language modeling, BM 25 results in best performance 
● On downstream QA tasks, trained retrieval models eg Contriever results in best performance 

Effects of retrieval systems for downstream task performance 



poll: in-context cheating 



Limitations of naïve RAG

15
Nelson Liu, Tianyi Zhang, and Percy Liang. Evaluating verifiability in generative search engines. In Houda Bouamor, Juan Pino, and Kalika Bali, editors, Findings of the association for computational 
linguistics: emnlp 2023, 7001--7025, Singapore, December 2023. , Association for Computational Linguistics.

● In-context retrieval-augmented LMs sometimes generate content that is not fully supported by their citations

Effects of retrieval systems for downstream task performance 



Limitations of naïve RAG

16Ori Yoran, Tomer Wolfson, Ori Ram, and Jonathan Berant. Making retrieval-augmented language models robust to irrelevant context. In Iclr 2024 workshop on large language model (llm) agents, , , 2024.

● In-context retrieval-augmented LMs sometimes generate content that is not fully supported by their citations
● They can easily be distracted by unhelpful context

Effects of retrieval systems for downstream task performance 



Limitations of naïve RAG

17

● In-context retrieval-augmented LMs sometimes generate content that is not fully supported by their citations
● They can easily be distracted by unhelpful context
● Diverse tasks require different retrieval needs e.g., content, frequency 

Effects of retrieval systems for downstream task performance 

Can be easily answered based on top documents 
retrieved at the beginning Who is the current PM of UK?

Create a table listing all previous UK Prime Ministers, 
including their terms in office, political party, alma 

mater, and notable achievements.

This may require iterative retrieval, based on the 
current generation

Questions with similar solutions may have limited 
semantic similarities in embedding space

The equation x 2 + 2x = i has two complex solutions. 
Determine the product of their real parts (from 

MATH)



Designing and training more reliable LLM RAG

18

1. Optimizing LLMs for RAG: training / controlling LLMs with retrieved context

Approaches to optimize (1) LM, (2) Retrievers, or (3) prompts for LLM RAG 

Retriever LLM



Self-RAG: Teaching LLMs to learn to levarage retrieved context

19
Akari Asai, Zeqiu Wu, Yizhong Wang, Avirup Sil, and Hannaneh Hajishirzi. Self-RAG: learning to retrieve, generate, and critique through self-reflection. In The twelfth international conference on 
learning representations, 2024.

Train an arbitrary LM (e.g., Llama 3) to generate special tokens for (1) triggering retrieval only when necessary and (2) 
evaluating the relevance of retrieved context and its own generations.

Self-RAG teaches LMs to adaptively retrieve and evaluates context & own generation



Advanced RAG inference algorithm 

20
Akari Asai, Zeqiu Wu, Yizhong Wang, Avirup Sil, and Hannaneh Hajishirzi. Self-RAG: learning to retrieve, generate, and critique through self-reflection. In The twelfth international conference on 
learning representations, 2024.

Levarage model-generated tokens to improve search process at inference time 

Advanced RAG inference algorithm to better incorporate retrieved context 



Advanced RAG inference algorithm 

21
Akari Asai, Zeqiu Wu, Yizhong Wang, Avirup Sil, and Hannaneh Hajishirzi. Self-RAG: learning to retrieve, generate, and critique through self-reflection. In The twelfth international conference on 
learning representations, 2024.

• Training with 8B and 13B models significantly boosts performance compared to off-the-shelf RAG pipelines

Advanced RAG inference algorithm to better incorporate retrieved context 
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Designing and training more reliable LLM RAG

22

1. Optimizing LLMs for RAG: training / controlling LLMs with retrieved context
2. Optimizing Retriever for RAG: training retrievers for LLM RAG 

Approaches to optimize (1) LM, (2) Retrievers, or (3) prompts for LLM RAG 

Retriever LLM



Optimizing retrievers for RAG

23
Weijia Shi, Sewon Min, Michihiro Yasunaga, Minjoon Seo, Richard James, Mike Lewis, Luke Zettlemoyer, and Wen-tau Yih. 2024. REPLUG: Retrieval-Augmented Black-Box Language Models. 
In Proceedings of the 2024 Conference of the North American Chapter of the Association for Computational Linguistics: Human Language Technologies (Volume 1: Long Papers), 2024.

• For RAG pipelines using blackbox LLMs e.g., GPT o1, we cannot directly train the LLMs for RAG 
• Can we train retrievers instead? 

Training retrieval modules using LM feedback 



REPLUG: Training a retriever using blackbox LLM feedback

24
Weijia Shi, Sewon Min, Michihiro Yasunaga, Minjoon Seo, Richard James, Mike Lewis, Luke Zettlemoyer, and Wen-tau Yih. 2024. REPLUG: Retrieval-Augmented Black-Box Language Models. 
In Proceedings of the 2024 Conference of the North American Chapter of the Association for Computational Linguistics: Human Language Technologies (Volume 1: Long Papers), 2024.

• models of varying sizes consistently benefit from REPLUG
• LM-supervised retriever (Contriever LSR) outperforms other off-the-shelf retrievers.

Training retrieval model using LM feedback 



Designing and training more reliable LLM RAG

25

1. Optimizing LLMs for RAG: training / controlling LLMs with retrieved context
2. Optimizing Retriever for RAG: training retrievers for LLM RAG 
3. Optimizing Prompts for RAG: advanced prompt techniques 

Approaches to optimize (1) LM, (2) Retrievers, or (3) prompts for LLM RAG 

Retriever LLM

see January 20 lecture 
using methods like DSPy can improve end to end accuracy from 33% to 55%!



RAG evaluation



● need to understand whether a change to the system—including a full replacement
—is better than keeping the status quo

● extrinsic evaluation: final performance of the predictive model using a task-
specific metric.

● intrinsic evaluation: performance of a component of the system using a local 
measure of quality
● can be an efficient approximation for an extrinsic evaluation.
● can measure some independent value such as resource consumption.

evaluation

27



extrinsic evaluation

28

predictive model
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● extrinsic evaluation computes the empirical estimate of the expected value of the 
task metric using labeled data.

● labeled data should be sampled according the target distribution

extrinsic evaluation

29

predictive model output task labels

task metric



● precision measures the relevant 
fraction of the output.

● recall measures the fraction of relevant 
claims in the output.

● back-translation measures the 
probability of an input derived from 
the output that are similar to the input.

extrinsic evaluation

30

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented generation. In The thirty-eight 
conference on neural information processing systems datasets and benchmarks track, 2024.
S Es, J James, L Espinosa Anke, S Schockaert. RAGAs: automated evaluation of retrieval augmented generation. In Nikolaos Aletras and Orphee De Clercq, editors, Proceedings of the 18th conference of the european chapter of the association for 
computational linguistics: system demonstrations, 150--158, 2024.



intrinsic evaluation: retrieval

31

predictive model
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● classic retrieval metrics support human searchers and correlation with human task 
performance.

● can reuse existing metrics and new relevance judgments to measure component performance
● relevance judgements should be task-specific

intrinsic evaluation: retrieval

32
Alireza Salemi and Hamed Zamani. Towards a search engine for machines: unified ranking for multiple retrieval-augmented large language models. In Proceedings of the 47th international acm sigir 
conference on research and development in information retrieval, 2024. 
Alireza Salemi and Hamed Zamani. Learning to rank for multiple retrieval-augmented models through iterative utility maximization. 2024.



● traditional retrieval metrics 
assume that position of 
relevant item is monotonically 
related to task performance

● REML models may not obey 
this!

● top and bottom of the ranking 
influence task performance!

intrinsic evaluation: retrieval

33
Nelson F. Liu, Kevin Lin, John Hewitt, Ashwin Paranjape, Michele Bevilacqua, Fabio Petroni, and Percy Liang. Lost in the middle: how language models use long contexts. Transactions of the Association 
for Computational Linguistics, 12:157-173, 02 2024.



● for claim-based evaluation, we 
can inspect the claims in the 
retrieval.

intrinsic evaluation: retrieval

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing 
retrieval-augmented generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024. 34



intrinsic evaluation: interaction

35

predictive model
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Evaluation

• faithfulness measures the degree to which claims 
in output are supported by the retrieval.

• low faithfulness suggests that claims in the the 
output are not supported by the retrieval

• high faithfulness suggests that claims in the the 
output are supported by the retrieval

interaction metrics: faithfulness

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented 
generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024.
S Es, J James, L Espinosa Anke, S Schockaert. RAGAs: automated evaluation of retrieval augmented generation. In Nikolaos Aletras and Orphee De Clercq, editors, Proceedings of the 18th conference of the european chapter 
of the association for computational linguistics: system demonstrations, 150--158, 2024.



Evaluation

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented 
generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024.

• utilization measures the degree to which relevant 
claims in retrieval are present in the output.

• low utilization suggests that claims in the the 
retrieval are not present in the output

• high utilization suggests that claims in the the 
retrieval are present in the output

interaction metrics: utilization



Evaluation

• sensitivity measures the degree to which 
nonrelevant claims in output are present in the 
retrieval.

• low sensitivity suggests that nonrelevant claims 
in the the output might come from the retrieval.

• high sensitivity suggests that nonrelevant claims 
in the the output might not come from the 
retrieval.

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented 
generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024.

interaction metrics: sensitivity



Evaluation

• hallucination measures the degree to which 
nonrelevant claims in output are not present in 
the retrieval.

• low hallucination suggests that nonrelevant 
claims in the the output might come from the 
retrieval.

• high hallucination suggests that nonrelevant 
claims in the the output might not come from 
the retrieval.

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented 
generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024.

interaction metrics: hallucination



Evaluation

• knowledge measures the degree to which relevant 
claims in output are not present in the retrieval.

• low knowledge suggests that relevant claims in 
the the output might come from the retrieval.

• high knowledge suggests that relevant claims in 
the the output might not come from the 
retrieval.

D Ru, L Qiu, X Hu, T Zhang, P Shi, S Chang, C Jiayang, C Wang, S Sun, H Li, Z Zhang, B Wang, J Jiang, T He, Z Wang, P Liu, Y Zhang, Z Zhang. RAGChecker: a fine-grained framework for diagnosing retrieval-augmented 
generation. In The thirty-eight conference on neural information processing systems datasets and benchmarks track, 2024.

interaction metrics: knowledge



Deep research
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“what is the 
highest point in 
Pittsburgh?”

user prompt

1. “The highest point within the city of 
Pittsburgh is Mount Washington, which rises to 
approximately 1,250 feet above sea level.”

2. “Mount Washington, formerly known as Coal 
Hill, is commonly cited as the highest elevation 
in Pittsburgh and offers panoramic views of the 
city.”

3. “Pittsburgh features several elevated 
neighborhoods, including Mount Washington 
and Observatory Hill, which sit above the 
downtown area.”

4. “Pittsburgh is located at the confluence of the 
Allegheny and Monongahela rivers, forming the 
Ohio River.”

results

“The highest point 
in Pittsburgh is 
Mount 
Washington, which 
reaches an 
elevation of about 
1,250 feet above sea 
level.”

model output

invisible to the user

model query

Question:

“what is the highest point in Pittsburgh?”

Please construct a keyword query for the 
above question:

augmented user prompt

Question:

1. “The highest point within the city of Pittsburgh is 
Mount Washington, which rises to approximately 1,250 
feet above sea level.”

2. “Mount Washington, formerly known as Coal Hill, is 
commonly cited as the highest elevation in Pittsburgh 
and offers panoramic views of the city.”

3. “Pittsburgh features several elevated neighborhoods, 
including Mount Washington and Observatory Hill, 
which sit above the downtown area.”

4. “Pittsburgh is located at the confluence of the 
Allegheny and Monongahela rivers, forming the Ohio 
River.”

“what is the highest point in Pittsburgh?”

Please answer the above question based on the 
following information:

Answer:

retrieve

generate

RAG tends to be good when the desired model output is a function of one (or a few) retrievals
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"How do the 
climate policies of 
the three largest 
automakers 
compare in terms 
of their 2030 EV 
targets?

user prompt

1. "Toyota announced plans to invest $35 billion 
in electric vehicles by 2030, aiming for 30 models 
in its lineup..."

2. "Our ACCELERATE strategy positions 
Volkswagen to become the global leader in 
electric mobility..."

3."The automotive industry is undergoing a 
significant transformation as manufacturers shift 
toward electrification. Climate policies vary 
widely across regions..."

results

"The three largest 
automakers have 
different 
approaches to their 
2030 EV targets. 
Toyota plans to 
invest $35 billion in 
EVs and offer 30 
electric models. 
Volkswagen's 
ACCELERATE 
strategy aims to 
make them a leader 
in electric mobility. 
The automotive 
industry overall is 
shifting toward 
electrification with 
varying regional 
policies."

model output

invisible to the user

model query

Question:

"How do the climate policies of the three 
largest automakers...2030 EV targets?"

Please construct a keyword query for the 
above question:

augmented user prompt

Question:

1. "Toyota announced plans to invest $35 billion in 
electric vehicles by 2030, aiming for 30 models in its 
lineup..."

2. "Our ACCELERATE strategy positions Volkswagen 
to become the global leader in electric mobility..."

3."The automotive industry is undergoing a significant 
transformation as manufacturers shift toward 
electrification. Climate policies vary widely across 
regions..."

"How do the climate policies of the three largest 
automakers...2030 EV targets"

Please answer the above question based on the 
following information:

Answer:

retrieve

generate

RAG tends to be good when the desired model output is a function of one (or a few) retrievals



poll: RAG failures...
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Embeddings Storing and Retrieving 
Knowledge

Retrieval-Augmented 
Generation

How to encode information How to find information How to use information

Deep Research

How to research information



QA: reasoning versus acting 

46
Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan, and Yuan Cao. ReAct: synergizing reasoning and acting in language models. In International conference on learning 
representations (iclr), 2023.



poll: acting vs reasoning...



ReAct

48
Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan, and Yuan Cao. ReAct: synergizing reasoning and acting in language models. In International conference on learning 
representations (iclr), 2023.



ReAct

49
Shunyu Yao, Jeffrey Zhao, Dian Yu, Nan Du, Izhak Shafran, Karthik Narasimhan, and Yuan Cao. ReAct: synergizing reasoning and acting in language models. In International conference on learning 
representations (iclr), 2023.

HotpotQA (exact match, 6-shot) FEVER (accuracy, 3-shot)

Standard 28.7 57.1

Reason-only (CoT) 29.4 56.3

Act-only 25.7 58.9

ReAct 27.4 60.9

Best ReAct + CoT Method 35.1 64.6

Supervised SoTA 67.5 (using ~140k samples) 89.5 (using ~90k samples)



● need to plan search process because agent information needs may be distributed 
across a corpus

● situations where there is no "optimal query"

● subqueries: a single question can often be decomposed into multiple subqueries
● when there are no dependencies, you can query in parallel
● some subqueries will be dependent on each other (e.g., multi-hop reasoning)

● requires generating a plan for searching

Planning

50



Planning

51

initial generation prompt

write a clear, fluent 
paragraph about lorrie moore

web search:
lorrie moore produce QA plan

...for each paragraph, 
write a descriptive set 
of instructions...

Paragraph 1:
- where was lorrie 
moore born?
- where did lorrie 
moore receive her 
advanced degrees?

...

Paragraph 1: Describe lorrie moore’s early 
life, birthplace, education.

Paragraph 2: Describe lorrie moore’s 
writing, style, and major themes

Paragraph 3: List the awards that lorrie 
moore has received.

Paragraph 2:
- what books has 
lorrie moore written?
- what are the 
themes of lorrie 
moore’s novels?

Paragraph 3:
- which of lorrie 
moore’s writing has 
won awards?
- what awards did 
lorrie moore receive?

independently generate questions per paragraph

web search + 
QA model for 
each question: 
e.g., where 
was lorrie 
moore born?

produce generation 
from QA plan

...{Ques. N} 
{Ans. N} Write 
a fluent, clear 
paragraph...

The American author Lorrie Moore was born in 
Glenn Falls, NY in 1957. She received an MFA 
from Cornell University following her 
undergraduate studies at St. Lawrence College.

Moore has published numerous novels and 
short story collections including: Who Will Run 
the Frog Hospital and Birds of America. 
Moore’s ….

Figure 1: Summary of Planning and Retrieval used to generate text. Given an initial prompt, a plan is first
generated that outlines the segments to be written. Next, search queries are generated for each segment which are
then used for fine-grained retrieval retrieval of source documents. The final response is generated conditioned on
the plan, the queries and the retrieved documents.

summarization. Akash et al. (2023) use a trained
model to generate a keyword plan before generat-
ing a each new sentence and use the plan to inform
search. Our contribution: We study whether zero-
shot LLM generated plans can be used to retrieve
relevant information beyond simple search and how
the plans along with the new, diverse search results
can guide the final generation to be more grounded.
Concurrently with this work, Shao et al. (2024) also
demonstrate the importance of pre-writing (outlin-
ing, iterative search and outline refinement) for
long-form expository writing, further supporting
the findings of our work.

3 Empirical Study

Our goal is to understand the effect of providing
more complete contextual information to language
models on hallucination in text generation. We com-
pare different strategies for performing retrieval
and placing facts into context.

We consider the task of generating descriptive
text about an entity. This task effectively consti-
tutes writing a bio about an individual (such as
author Lorrie Moore in the previous example)
or a summary about an event. This text will then be
verified against web sources for attribution using
automated methods (Honovich et al., 2022).

3.1 Direct Generation without Retrieval
The simplest approach is to directly prompt the
LLM to generate text about the given entity. This
approach relies on information known by the para-
metric language model without any additional re-

trieval. We provide examples of the prompts used
in §A.2.1, which use entity name and possibly a dis-
ambiguating attribute (occupation, location, etc.).

3.2 Incorporating Retrieval

Towards providing the relevant facts needed for the
LLM to write about a particular entity, we simply
perform web search with the entity name as the
query and provide the search results (titles and text)
in the model context to allow retrieval augmented
generation (Gao et al., 2023b) (see § A.2.2).

3.3 Planning and Blueprints

Past work has demonstrated that LLMs can gener-
ate reasoning chains to improve their task perfor-
mance (Wei et al., 2024, interalia). Additionally,
Narayan et al. (2023) have shown that question-
answer based plans allow models to generate more
faithful text. We combine these abilities of LLMs
to guide retrieval and provide the information that
the model may need to generate a response without
(or with fewer) hallucinations.

We first prompt the model to write a list de-
scribing what paragraphs should be produced (see
§A.2.3). Each item in this outline provides short
sentence or two about the content for each para-
graph. The outline is conditioned on the initial
search results (using a query of the entity name)
to guide the LLM outline to generate targeted,
entity-specific outlines rather than generic plans.

Next, we generate search queries from the para-
graph descriptions. We take the content description
for each paragraph and the initial search results
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Ramesses IV

user prompt

1. "Ancient Egypt Online Snippet Text: 
Ramesses IV (also written Ramses or 
Rameses) was the third pharaoh of the 
Twentieth Dynasty of the New 
Kingdom of Ancient Egypt...."

2. "Ramesses IV was the second son of 
Ramesses III. He was likely named after 
Ramesses, the second son of Ramesses 
II..."

3."Ramesses IV was originally buried in 
tomb KV2 in the Valley of the Kings, 
West Thebes..."

results

...

plan

invisible to the user

model query

Question:

Ramesses IV

Please construct a keyword query for the 
above question:

plan generation

Given the above search results, write a list of instructions for 
how to provide an answer to write a bio about {entity} in the 
format:
Paragraph 1: Instructions for
paragraph 1
Paragraph 2: Instructions for
paragraph 2
...
Paragraph N: Instructions for
paragraph N
The outline should allow for each paragraph to be written 
independently in parallel. The collection of paragraphs should 
form a bio for {query}. For each paragraph, write a descriptive 
set of instructions for the content that should be included and 
summarize the things that should not be included because they 
are written in other paragraphs. All facts, dates, and years must 
be supported in the given search results.

search results

Answer:

generate

retrieve
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Paragraph 1 
Begin by introducing Ramesses IV, the third Pharaoh of the 
Twentieth Dynasty of the New Kingdom of Ancient Egypt, with a 
mention of his original name, Heqamaatre-Setepenamun.
Provide the dates of his reign, which were from 1155 BCE to 1149 
BCE.
Mention that he was the second son of Ramesses III, and likely 
named after Ramesses, the second son of Ramesses II.
Emphasize that he was appointed crown prince by the 22nd year of 
his father’s reign, following the deaths of his four older brothers.

Paragraph 2 
Describe the events leading to his ascension to the throne, such as 
the assassination of his father, Ramesses III, in 1156 BC, which 
made Ramesses IV the king at a middle-aged age.
Mention that his reign was relatively short, lasting only six years.

Paragraph 3 
Discuss Ramesses IV's burial details, noting that he was originally 
buried in tomb KV2 in the Valley of the Kings, West Thebes, but 
was later reburied in the tomb of Amenhotep II (KV35).
Highlight that his mummy was clumsily rewrapped and labeled by 
later priests.
...

plan

invisible to the user

plan generation

Given the above search results, write a list of instructions for 
how to provide an answer to write a bio about {entity} in the 
format:
Paragraph 1: Instructions for
paragraph 1
Paragraph 2: Instructions for
paragraph 2
...
Paragraph N: Instructions for
paragraph N
The outline should allow for each paragraph to be written 
independently in parallel. The collection of paragraphs should 
form a bio for {query}. For each paragraph, write a descriptive 
set of instructions for the content that should be included and 
summarize the things that should not be included because they 
are written in other paragraphs. All facts, dates, and years must 
be supported in the given search results.

search results

Answer:

generate
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Given the above search results, what are the questions you 
would want answered to write the following paragraph
  {paragraph description}  about  {query} ? Write just the 
questions separated by a new line. Each question should be 
understandable independently.

search results

independently generate questions per paragraph

repeat for k paragraphs
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Paragraph 1 
Begin by introducing Ramesses IV, the third Pharaoh of the 
Twentieth Dynasty of the New Kingdom of Ancient Egypt, with a 
mention of his original name, Heqamaatre-Setepenamun.
Provide the dates of his reign, which were from 1155 BCE to 1149 
BCE.
Mention that he was the second son of Ramesses III, and likely 
named after Ramesses, the second son of Ramesses II.
Emphasize that he was appointed crown prince by the 22nd year of 
his father’s reign, following the deaths of his four older brothers.

Paragraph 2 
Describe the events leading to his ascension to the throne, such as 
the assassination of his father, Ramesses III, in 1156 BC, which 
made Ramesses IV the king at a middle-aged age.
Mention that his reign was relatively short, lasting only six years.

Paragraph 3 
Discuss Ramesses IV's burial details, noting that he was originally 
buried in tomb KV2 in the Valley of the Kings, West Thebes, but 
was later reburied in the tomb of Amenhotep II (KV35).
Highlight that his mummy was clumsily rewrapped and labeled by 
later priests.
...

plan

invisible to the user
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Given the above search results, what 
are the questions you would want 
answered to write the following 
paragraph  {paragraph description}  
about  {query} ? Write just the questions 
separated by a new line. Each question 
should be understandable 
independently.

search results

question generation

repeat for k paragraphs

Paragraph 1 

Question 1.1 
Question 1.2 
Question 1.3

Paragraph 2 

Question 2.1 
Question 2.2 
Question 2.3

Paragraph 3 

Question 3.1 
Question 3.2 
Question 3.3

retrieve

Paragraph 1 

Question, Answer 1.1 
Question, Answer 1.2 
Question, Answer 1.3

Paragraph 2 

Question, Answer 2.1 
Question, Answer 2.2 
Question, Answer 2.3

Paragraph 3 

Question, Answer 3.1 
Question, Answer 3.2 
Question, Answer 3.3

Consider the following 
question-answer pairs:

question-answer pairs

Write a fluent, clear 
paragraph about {query} 
using only facts in the 
above.

retrieval generation
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invisible to the user
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Consider the following 
question-answer pairs:

question-answer pairs

Write a fluent, clear 
paragraph about {query} 
using only facts in the 
above.

generation

final generation

Ramesses IV, whose original name was Heqamaatre-Setepenamun, was the third 
Pharaoh of the Twentieth Dynasty of the New Kingdom of Ancient Egypt. His 
reign spanned from 1155 BCE to 1149 BCE. He was the second son of Ramesses III 
and was likely named after Ramesses, the second son of Ramesses II. Ramesses IV 
was appointed crown prince by the 22nd year of his father's reign, following the 
deaths of his four older brothers.

Ramesses IV ascended to the throne following the assassination of his father, 
Ramesses III, in 1156 BC. He became king at a middle-aged age, which was 
relatively unusual for Egyptian pharaohs who often succeeded much younger. His 
reign was relatively short, lasting only six years until his death in 1149 BCE.

Ramesses IV was originally buried in tomb KV2 in the Valley of the Kings, West 
Thebes. However, his mummy was later reburied in the tomb of Amenhotep II 
(KV35) during the Third Intermediate Period as part of efforts to protect royal 
mummies from tomb robbers. When discovered, his mummy had been clumsily 
rewrapped and labeled by later priests who had relocated it.

model output
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Approach AIS Rouge Prec. Length
Strict Macro Micro R1 R2 RL # Tokens

W
ik

i-E
ve

nt No Retrieval 0.00 15.30 15.74 69.45 30.16 66.63 88.63
One-Retrieval 74.54 90.46 90.35 96.23 84.94 95.09 79.26
One-Retrieval (2x snippets) 75.39 90.99 91.10 97.65 87.01 97.04 78.63
Plan-based Retrieval (Var.A) 89.99 96.18 95.14 99.59 94.52 99.44 82.76
Plan-based Retrieval (Var.B) 72.96 92.02 91.85 99.43 90.30 99.19 113.92

W
ik

i-E
nt

No Retrieval 0.00 13.80 16.27 55.67 16.95 53.14 97.29
One-Retrieval 60.91 83.09 83.11 91.52 74.17 90.12 87.62
One-Retrieval (2x snippets) 67.03 87.44 86.67 95.79 80.45 94.92 86.86
Plan-based Retrieval (Var.A) 84.77 95.16 94.23 99.59 92.99 99.44 93.03
Plan-based Retrieval (Var.B) 63.37 90.40 90.70 99.28 89.45 99.04 134.47

R
es

ea
rc

he
r No Retrieval 0.00 6.74 6.73 57.10 17.85 54.84 80.58

One-Retrieval 62.89 83.68 84.70 91.55 73.90 90.53 74.24
One-Retrieval (2x snippets) 69.81 86.34 87.57 95.90 80.03 95.27 75.01
Plan-based Retrieval (Var.A) 79.56 91.63 92.16 97.87 83.99 97.48 77.71
Plan-based Retrieval (Var.B) 64.78 88.31 88.93 97.72 83.40 97.23 98.00

N
ew

s
Ev

en
ts No Retrieval 0.00 5.46 5.14 68.81 24.41 66.00 89.44

One-Retrieval 64.10 84.76 87.77 95.95 80.93 94.61 83.51
One-Retrieval (2x snippets) 61.54 86.72 87.62 97.63 80.70 96.50 79.83
Plan-based Retrieval (Var.A) 80.77 94.47 93.72 99.76 93.47 99.60 92.15
Plan-based Retrieval (Var.B) 66.67 90.88 91.49 99.61 92.53 99.46 124.67

Table 1: Comparison of Generation Approaches using text-bison-001 model. The plan-based retrieval models
that are at the center of our analysis yield more attributable text than One- and No- Retrieval methods. Of the two
variants, Var.A produces more attributable sentences and Var.B produces longer texts.

One-Retrieval: This is the approach described in
§ 3.2 which uses one round of web search and con-
catenates the results in-context to the model. This
formulation provides the language model external
knowledge for conditional text generation.
One-Retrieval (2x snippets): This approach uses
a single round of retrieval, but uses double the num-
ber of search results compared to One-Retrieval.
Note this is also double the number of search re-
sults used by the plan-based methods in their first
round of search as well.
Plan-based Retrieval: The proposed approach
that uses planning (§ 3.3) to retrieve additional web
search results. There are two variants, which differ
in how the additional plan-based retrieved informa-
tion is used to write the final response: i) Variant
A simply puts the web search results in-context,
and ii) Variant B performs the aforementioned QA-
based outline. We further describe and compare
several ablations of Plan-based Retrieval in §4.4.

4.3 Metrics
Our goal is to measure the rate at which models
generate hallucinated text about the given entities
and events. We will focus on the case where halluci-
nation detection is about having a source document
that supports the generated text. (We acknowledge
that this differs from the case of generating objec-
tively true statements.) To measure whether or not
a generated sentence is attributable to one of the

On 31 August 2023 at around 01:30 SAST, a fire engulfed an 
illegally occupied, abandoned, government-owned building in 
Johannesburg, South Africa. 77 people were killed and 88 
others were injured. It was one of the deadliest fires in 
South African history. The cause of the fire is not currently 
known. It spread through the building, trapping many people 
due to flimsy partitions and gates between makeshift rooms 
constructed by residents. The sprawling red-brick building 
housed hundreds of people. Some were South Africans, while 
others were migrants from across the region who had arrived in 
Johannesburg in search of a better life. The authorities in 
South Africa have yet to identify many of those killed in the 
fire.

Plan-based 
Retrieval

On 31 August 2023 at around 01:30 SAST, a fire engulfed an 
illegally occupied, abandoned, government-owned building in 
Johannesburg, South Africa. The fire killed 77 people and 
injured 88 others. It was one of the deadliest fires in South 
African history. The building was used as temporary housing by 
squatters. The fire is believed to have started on the second 
floor of the building and quickly spread throughout the 
structure. The cause of the fire is still under investigation.

...
 6. What was the cause of the 2023 Johannesburg building fire? 
2023 Johannesburg building fire - Wikipedia The cause of the 
fire is not currently known. It spread through the building, 
...

One- 
Retrieval

Plan 
Includes:

Event: 2023 Johannesburg 
building fire

Figure 2: Example Generation. One of the hallucina-
tions in the One-Retrieval model is the focus of one of
the questions provided in the question-based plan.

sources used by the model to produce the generated
text, we compare the following metrics:

Attribution. We evaluate whether a model gen-
eration is hallucinated by checking whether it can
be attributed to the source documents. Specifically,
we use an automated metric that approximates the
Attributable to Identified Sources (AIS) metric of
Rashkin et al. (2023). The AutoAIS model (Hon-
ovich et al., 2022)4 is trained on several natural
language inference (NLI) datasets and predicts

4https://huggingface.co/google/t5_xxl_true_nli_mixture
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Table 1: Comparison of Generation Approaches using text-bison-001 model. The plan-based retrieval models
that are at the center of our analysis yield more attributable text than One- and No- Retrieval methods. Of the two
variants, Var.A produces more attributable sentences and Var.B produces longer texts.

One-Retrieval: This is the approach described in
§ 3.2 which uses one round of web search and con-
catenates the results in-context to the model. This
formulation provides the language model external
knowledge for conditional text generation.
One-Retrieval (2x snippets): This approach uses
a single round of retrieval, but uses double the num-
ber of search results compared to One-Retrieval.
Note this is also double the number of search re-
sults used by the plan-based methods in their first
round of search as well.
Plan-based Retrieval: The proposed approach
that uses planning (§ 3.3) to retrieve additional web
search results. There are two variants, which differ
in how the additional plan-based retrieved informa-
tion is used to write the final response: i) Variant
A simply puts the web search results in-context,
and ii) Variant B performs the aforementioned QA-
based outline. We further describe and compare
several ablations of Plan-based Retrieval in §4.4.

4.3 Metrics
Our goal is to measure the rate at which models
generate hallucinated text about the given entities
and events. We will focus on the case where halluci-
nation detection is about having a source document
that supports the generated text. (We acknowledge
that this differs from the case of generating objec-
tively true statements.) To measure whether or not
a generated sentence is attributable to one of the

On 31 August 2023 at around 01:30 SAST, a fire engulfed an 
illegally occupied, abandoned, government-owned building in 
Johannesburg, South Africa. 77 people were killed and 88 
others were injured. It was one of the deadliest fires in 
South African history. The cause of the fire is not currently 
known. It spread through the building, trapping many people 
due to flimsy partitions and gates between makeshift rooms 
constructed by residents. The sprawling red-brick building 
housed hundreds of people. Some were South Africans, while 
others were migrants from across the region who had arrived in 
Johannesburg in search of a better life. The authorities in 
South Africa have yet to identify many of those killed in the 
fire.

Plan-based 
Retrieval

On 31 August 2023 at around 01:30 SAST, a fire engulfed an 
illegally occupied, abandoned, government-owned building in 
Johannesburg, South Africa. The fire killed 77 people and 
injured 88 others. It was one of the deadliest fires in South 
African history. The building was used as temporary housing by 
squatters. The fire is believed to have started on the second 
floor of the building and quickly spread throughout the 
structure. The cause of the fire is still under investigation.
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 6. What was the cause of the 2023 Johannesburg building fire? 
2023 Johannesburg building fire - Wikipedia The cause of the 
fire is not currently known. It spread through the building, 
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Plan 
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Event: 2023 Johannesburg 
building fire

Figure 2: Example Generation. One of the hallucina-
tions in the One-Retrieval model is the focus of one of
the questions provided in the question-based plan.

sources used by the model to produce the generated
text, we compare the following metrics:

Attribution. We evaluate whether a model gen-
eration is hallucinated by checking whether it can
be attributed to the source documents. Specifically,
we use an automated metric that approximates the
Attributable to Identified Sources (AIS) metric of
Rashkin et al. (2023). The AutoAIS model (Hon-
ovich et al., 2022)4 is trained on several natural
language inference (NLI) datasets and predicts

4https://huggingface.co/google/t5_xxl_true_nli_mixture
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