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Part 1:
What is multi-task RL and why should we care?
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Natural language processing (NLP) is a
subfield of linguistics, computer science, and
artficial intelligence concerned with the
interactions between computers and human
language, in particular how to program
computers to process and analyze large
amounts of natural language data. The result is
a computer capable of "understanding” the
contents of documents, including the
contextual nuances of the language within
them. The technology can then accurately
extract information and insights contained in
the documents as well as categorize and
organize the documents themselves.
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science, and artficial intelligence
concerned with the interactions
between computers and human
language, in particular how to
program computers to process and
analyze large amounts of natural
language data




Generalist models

Generalist models are everywhere!

Key idea is multi-task learning: by
‘?, ; training on many tasks at once,

eneral-pUrbose - model that does generalist models require much
2 8 purp finetuning .
S 3 foundation model what you want less data of any single task

.

(2) Create dataset classifier from label text

(. . ®

wunding Boxes Foreground Points  Background Points Mask Logilsj

CLIP (image labeling) LLMs

SAM (computer vision)



Multi-task RL = 3\\
: \.\,

Regular RL: w: walking direction = w: where to hit puck

0 < arg max Er () [1(7)] What is task context?
language command

Multi-task RL: goal

which game the agent is playing
0 « arg m@ax Ewrvp(w) [E’TNT('Q (T|w) [Tw (T)H
/ \ which location an autonomous car should drive to
H

“task context” Z Tw (St’ at) Did we see this before?

7T9 at\St, St+1\St,at)

||::]m



Multi-task RL for efficiency

Multi-task learning can:

- Accelerate learning of all tasks
that are learned together

- Provide better pre-training for
down-stream tasks




Multi-task RL for transfer

this is easy (mostly) this is impossible

* Getting key = reward
* Opening door = reward
* Getting killed by skull = bad

* We know what to do because we
understand what these sprites mean!

* Key: we know it opens doors!

e Ladders: we know we can climb them!

* Skull: we don’t know what it does, but
we know it can’t be good!

* Prior understanding of problem
structure can help us solve complex
tasks quickly!



Multi-task RL for transfer

* |f we've solved prior tasks, we might acquire useful knowledge for
solving a new task

* How is the knowledge stored?
e Q-function: tells us which actions or states are good

* Policy: tells us which actions are potentially useful
e some actions are never useful!

* Models: what are the laws of physics that govern the world?
* Features/hidden states: provide us with a good representation



Part 2:
The basics of multi-task RL



's multi-task RL different from regular RL?

No

Multi-task RL corresponds to single-task RL in a joint MDP

m(ap|s
/\ b 50 (@o]s0) > S1 > etc. MDPO
ae-

pick MDP randomly "~ (ag|so)
in first state p(sg) —--mele > So 2L sy > etc. MDP1

k., 7 (ag|so)

> S1 > etc. MDP2

just add the context w to the state!



From regular RL to multi-task RL

1. input w into my(als,w) How?
2. append w to the state s

3. for each trajectory 7, sample w ~ p(w) and use r,

You already did this in HW4!



Why is multi-task RL difficult?

RL supervised learning (imitation)

sometimes easy tasks provide a
W curriculum that helps with
/ harder tasks

sometimes easy tasks interfere
with harder tasks, because
agent is busy exploiting the
easier tasks } easy tasks

learn quickly

| | | ] 0 | I | ]

1000 2000 3000 4000 S000 0 50 100 150 200
steps steps

interferes with
harder tasks!

Schaul et al. Ray Interference: a Source of Plateaus in Deep Reinforcement Learning.



What can we do to make it less difficult?

Curriculum: easy tasks can help us learn something useful, which might
help us later solve harder tasks

Relabeling: we can reuse past experience with different contexts!

store sl,az,s’ W
off-policy actor-critic algorithm:

1. get (s;,a4,s;,w;) by taking one step with a ~ my a]s w)
evaluate y; = ry, (s;, az) + nya/NM(a/|S [Q¢(sz, a’, w;)]
2 /
update ¢ using V Z,L ) Hqu(sZ, a;,w;) — ||
VOJ( ) Z Earwm (alsi,w;) [VG 1Og y’, (a’S% wz Sz: a, wz
0« 0+ aVyJ(0)

RATE el

use batch {(s;,a;,s})}2 ; from buffer
sample a new w; ~ p(w) for each sample

“data augmentation” trick that lets us squeeze more out of the same data



Part 3:
Goal-conditioned RL



A special kind of multi-task RL

Uy, (a\s, p)
P2
policy for reaching any p

S — Ty pl
q[_‘. J

P3

In general:
Uy (a|Sa g)

\

goal state



Goal-conditioned policies

Tg(als, g) r(s,a,g) =d6(s=g)
\ r(s,a.8) = (s — gl <o)
another state r(s,a,g) = —6(s # g)

» Convenient: no need to manually define rewards for each task
» Can transfer in zero shot to a new task if it’s another goal!

» Often hard to train in practice (see references)
» Not all tasks are goal reaching tasks!

A few relevant papers:

Kaelbling. Learning to achieve goals.

Schaul et al. Universal value function
approximators.

Andrychowicz et al. Hindsight experience
replay.

Eysenbach et al. C-learning: Learning to
achieve goals via recursive classification.



Relabeling goals

g2 ‘
(n } >

g3

failure for g*
success for g3

Key idea: trajectories that fail for the goal that was commanded still succeed for some other goal!

This can make it much easier to learn, because we get much denser rewards!



Example goal-conditioned RL algorithm

store s;, a;, s ;,g@
off-policy actor-critic algorithm:

1. get (s;,a;,s;,8g;) by taking one step with a ~ 7y a]s g

2. evaluate y; = T(Sz,az,g@) + ’VEa/NwQ(aqs [Q¢(Sz7a gi)]

3. update ¢ using V, ZZ 1 "Q¢(Sz7az;gz) ||2 j|‘4/

4. VoJ(0) = >, Earory(alsi,g:) [ Vo logWQ(a|SZ,g,) (si, 0, 8:)]

5. 0 < 0+ aVyJ(0) use batch {(s;,a;,s -)}f;l from buffer
Question: why do we need to use an off-policy algorithm here? sample a new g; for each sample

with 50% probability, use reached goal g eached

e 8reached
a '
= with 50% probability, use commanded goal gcommanded

There are many different “relabeling strategies” we can use here!



A b It Of geo m etry episode “ends” when s =g

Vi(s,g) = —d(s #g) + E«[V(s',8)]0(s # g) r(s,a,8) = —0(s # g) v=1
| -1+ Ey[V(s,g)ifs#g
| Oifs=g
“number of time steps from s to g” this behaves a bit like a distance function!
W
V(s,g) <V(s,w)+V(w,g) " &
S

This can be used for planning with goal conditioned value functions!

Nasiriany et al. Planning with Goal-Conditioned Policies.

This can also be used as an auxiliary loss function!

Kaelbling. Learning to achieve goals.



Intermission



Part 4:
Successor representations



Claim: goal-conditioned RL is a lot like a model

1+ B V(g ifs£g
ODifs=g

V(Svg) — {
V(s,g) <V(s,w)+V(w,g)

This tells us how easy it is to reach various states

This can be used for planning with goal conditioned value functions!



What kind of model do we need to evaluate a
policy?

The job of the model is to evaluate the policy (if you can evaluate it, you can make it better)
fit model f(s,a)

fit a model to
o ﬁ .
. ’ estimate return
Vv (St) = o~ (&[S, [T(St’a at’)]

o generate
let’s keep it simple samples (i.e.
run the policy)

o0
= Z ’)’t/_tEp(st, 1s,)[7(S¢)]  (easy to re-derive for
t=t’ action-dependent rewards) ' N
o0 policy
_— Z ,yt —t Zp(st/ _— S‘St)fr'(s)

t=t’ S

= (Z 7V (s = S|St)> r(s)

S t=t’




What kind of model do we need to evaluate a
policy?

o
r_ (if you can evaluate it, you can make it better)
V(st) = D 1" T Bysls[r(se)]
t=t/ fit model f(s,a)
> , fit a model to
= Z Z 'yt _tp(st/ = S|5t) ”I“(S) ﬁ estimate return
S t=t’
\ J generate
| samples (i.e.
p7r (Sfuture = | St) run the policy)

. —
/ policy
pw(sfuture — S|St> — (1 — ’Y) nyt _tp(st’ — S|St)

\_Y_} t/=t

just to ensure it sumsto 1



What kind of model do we need to evaluate a
policy?

(if you can evaluate it, you can make it better)

O
P (Stuture = slst) = (1 =) 4" “'p(sy = slsy)
e ’ Z | fit model f(s,a)

t'=t
™ 1 fit.a model to
V (St) = 1 - ,Y pr(sfuture — S‘St)’r(s) ﬁ estimate return
\ - Y ‘ generate
samples (i.e.
,LLW (St)T’I? run the policy)
m : ; improve the
M (St) - pﬂ'(sfuture — Z‘St) policy

This is called a successor representation

Dayan. Improving Generalisation for Temporal Difference Learning: The Successor Representation. 1993.



Successor representations

(1 o 7)5(875 — Z) + ,yEatNﬂ'(at|St);st—|—1Np(St+1|Staat) [M?(St—f—l)]

\ )
I

like a Bellman backup with “reward” r(s;) = (1 — v)d(s; = 1)

in practice, we can use vectorized backups for all ¢ at once

A few issues...

» Not clear if learning successor representation is easier than model-free RL
» How to scale to large state spaces?
» How to extend to continuous state spaces?



Successor features

ui(se) = (1= > 7" 'pls = ils)

t—t
V7™ (s¢) = p" (se)' 7

so what?

If the number of features is much
less than the number of states,
learning them is much easier!

—

YT (se) = > uZ(s)oi(s)  vT(se) = p"(se)" o,

if r(s) = Zj dj(s)w; = ¢(s)"'w
then V7 (s;) = ¢¥™(s;)Tw

= ZZP}T(St)wj
j

= u"(sp)"p;w
j

=" (s7)" Y bW =u(s)"T
p



Successor features

/’L?(St) — (]‘ o 7)5(St — Z) + ’YEatNW(at|st),st+1rvp(st+1|st,at) M?(St-i—l)] >

w;(st) = ¢;(st) + nyatNW(at’St)ast—i—le(St—l-l’Staat)[¢;(8t+1):

special case with

Pi(st) = (1 —v)d(st = 1)

can also construct a “Q-function-like” version:

w;r(sfﬁ at) — ¢j (St) + nySt—i—le(St—}—l |st,at),at+1~7r(at+1 |St+1) [w.;r (St-|—17 at—l—l)]

Qﬂ(st, at) ~ wﬁ(st, at)TW when T(St) ~ ¢(St)TW



Using successor features

Idea 1: recover a Q-function very quickly

1. Train 97 (s¢, a;) (via Bellman backups)

2. Get some reward samples {s;,r;} Is this the optimal Q-function?
3. Get w + argming »_, ||¢(s;)Tw — r;||2

4. Recover Q7 (sy,a;) ~ Y™ (s¢,a;)lw

m'(s) = argmax ™ (s,a)’ w
a

Equivalent to one step of policy iteration

Better than nothing, but not optimal



Using successor features

Idea 2: recover many Q-functions

1. Train ¢™* (s, a;) for many policies 75 (via Bellman backups)
2. Get some reward samples {s;,r;}

3. Get w + argming »_, ||¢(s;)Tw — r;||2

4. Recover Q7 (s;,a;) ~ 9™ (sy,a;)Tw for every my,

)T

7'(s) = arg maxmax ™" (s,a)’ w
a

k

Finds the highest reward policy in each state

Barreto et al. Successor Features for Transfer in Reinforcement Learning. 2016.



Continuous successor representations

IU/ZT (St) — (]‘ T 7)5(875 — Z) —|— /yEatNﬂ'(at|St),St+1Np(St+1|St,at)[IU/;T (St—|—1)]

\

always zero for any sampled state if states are continuous

Framing successor representation as classification:

p7T (Sfuture |St7 at)
pﬂ— (Sfuture |Sta at) + pﬂ— (Sfuture)

pﬂ-<F — 1|Staatasfuture> —

binary classifier
F =1 means sgture is @ future state from s;, a; under 7

D-i— ~ pﬂ(sfuture‘sfn at) D_ ~ pﬂ (S)



Continuous successor representations

D+ ~ pﬂ-(sfuture‘sta at) D_ ~ pW(S)

pﬂ-(sfuture|st7 at)
pw(sfuture‘sta at) + pﬂ (Sfuture)

pﬂ-(F — 1|Staat7sfuture) —

pﬂ- (Sfuture)
p7T (Sfuture‘sta at) + p7T (Sfuture)

pﬂ-(F — O|Staat7sfuture) —

7T<F - 1|Staat7 Sfuture) _ pﬁ(sfuture|stpat)
W(F — O|St7 ag, Sfuture) pﬂ— (Sfuture)

p
p

W(F — 1‘Sta ag, Sfuture)

D pﬂ- (Sfuture> — pﬂ-(sfuture |St7 at)
pW(F — O‘Sta ag, Sfuture)

\constant independent of a;,s;



The C-Learning algorithm

D-i— ~ pﬂ-(sfuture‘sta at) D_ ~ pw(s)

pﬂ—(F — 1|St7 ag, Sfuture)
pW(F — Hsta ag, Sfuture) + p7r <Sfuture)

pﬂ-<F — 1|St7at7sfuture) —

To train:

1. Sample s ~ p™(s) (e.g., run policy, sample from trajectories)
2. Sample s ~ p™ (Stuture|St, a¢) (e.g., pick sy where t' = t+A, A ~ Geom())
3. Update p™ (F = 1|ss, a4, s) using SGD with cross entropy loss

This is an on policy algorithm

Could also derive an off policy algorithm

Eysenbach, Salakhutdinov, Levine. C-Learning: Learning to Achieve Goals via Recursive Classification. 2020.



Part 5;
Hierarchical RL



A classical perspective on hierarchy

options
a “mini-policy”, like a skill 3
o
0= (Ioa To, 60)
initiation set termination set
(states where option (states where option
can begin) can end)

option policy

(just a regular policy) /

choose action space O U A
Q(s¢,0¢) < Z r(sv) ++" max Q(St+h,Ot+h)
learn my(o|s) and Q(s,0) Py Ot+hiSt+h€lo, ),

how long option o, is active



Why is this a good idea?

image h is pretty big...
t+h—1

Q(st,0¢) = Z r(se) +7" max Q(St+h,0t41)

=t OtthiSt+nCloy,y

effective horizon for the “high-level” Q-function is much lower!

smart options might also really simplify exploration



Why is this a bad idea?

0= (107 To, Bo)

Where do these come from?

Learning options end-to-end together with the
policy might negate much of the benefit!

See: Bacon et al., The Option-Critic Architecture



Hierarchical RL with multi-task policies

0 = (Fs, To, Be) » m(als,0) or w(als,z)

One potential algorithm:
1. train me(als, z) using skill discovery

2. train mp;(z|s) with regular RL

switch to a new z every k steps

h—1
Q(Staot) — Z T(St' b ax Q(St—i—haot—i—h)
¢ Ot+h:St+n<loTy

options are a multi-task policy

I(z;s)

o r(s,2) = logp(2]s)

t+k—1
Q(st,zt) < Z r(se) + 7" rznahXQ(St-f-hazt-i-h)
t'=t o



Hierarchies with goals

what if z is actually a goal g?

1. train m,(als, g) using any goal-conditioned RL method

2. train mp;(gls) with regular RL This works really well if we have a
switch to a new g every k steps good goal-conditioned policy!

Nachum et al. Data-Efficient Hierarchical Reinforcement Learning



Hierarchies with language

what if z is actually a string of text £7

1. train me(als, ¢) to follow various language instructions

2. train mp;(¢|s) with LLM RL

Utterance Level 0%s.) — 141V

@ How can | help you?
(]
@ How can | help you? 0"(s, a) VA(s') ) L.*J
! B @ searchiblack queen-sized bed
I r nd 0 (Erermne pen s re T e T S et
) I Utterance-Level Critic } i Utterance-Level Critic | ) [
@ e e s N ) s o ) L—"J
CLs CcLs
> —>
S a s’

Zhou et al. ArCHer: Training Language Model Agents via Hierarchical Multi-Turn RL



Part 6:
Meta-learning



Meta-learning with supervised learning

training data test set

I----
=

e Sy
e

meta-training

meta-testing

image credit: Ravi & Larochelle ‘17



Meta-learning with supervised learning

training data test set

TS | [P

meta-trainin A s 2l | N P
’ | M e e (W B | [

s b SO PEE | = o L N

meta-testing _ Cé E

Ytest «— test label

!
1 | | |
(z1,11) (z2,y2) (T3,Y3) Ttest

‘ . AN

test input

(few shot) training set

supervised learning: f(x) — y

[ A\

input (e.g., image) output (e.g., label)

supervised meta-learning: f(D",z) — y

/

training set

* How to read in training set?

* Many options, RNNs can work
* More on this later



What is being “learned”?

Ytest «— test label

1
I I I I
(:Elvyl) (3727y2) ($37y3) Ltest

| , N

test input

(few shot) training set

“Generic” learning:
0 = arg mein L(0,D™)

— flearn (Dtr)

supervised meta-learning: f(DY,z) — y

“Generic” meta-learning:

* .  Pts
0" = argmin | L(¢;, D)

1=1

where ¢; = fo(D;")



What is being “learned”?

“Generic” learning;: “Generic” meta-learning:
0* = argmin £(6, D) 0" = argminZﬁ(gbi,Dgs)
0 6
= fiearn(D") where ¢; = fo(D")

ta-learned
RNN hidden oo carne

9* weights
r ﬁ Yy state \ i
|
I
i

¢i = [hi, 0p]

(z1,91) (z2,92) (z3,y3)



The meta reinforcement learning problem

“Generic” learning;: “Generic” meta-learning;:
*x : tr * . ] ts
0 = arg min L(0,D™) 0 = arg meln; L(¢i, D;®)

— flearn(Dtr) where ¢z — f9 (D;Cr)
Reinforcement learning: Meta-reinforcement learning;:
0" = arg max Er, () [R(7) 0* = arg m@ax; Er, (r)[R(T)]

= frRL(M) M=A{S,A,P,r} where ¢; = fo(M;)

\ \

MDP MDP for task 7



The meta reinforcement learning problem

Some examples:

0* = arg max Z Er,. ()| R(7)]

=1

where ¢; = fo(M;)

assumption: M; ~ p(M)

meta test-time:

sample Miest ~ p(M), get ¢; = fo(Miest)

{Mq, ..., M}

\

meta-training MDPs



Contextual policies and meta-learning

0* = arg meax; Er,. (n[R(T)] 0* = arg mgx; E,[R(T)]
where ¢; = fo(M;) mo(at|St, S1,01,71, -+, S¢—1,0t-1,7T¢—1)

context used to infer whatever we need to solve M,
i.e., z; or ¢; (which are really the same thing)

in meta-RL, the context is inferred from experience from M; o (at|se, d;)
in multi-task RL, the context is typically given \
“context”

T~ \'\. B J“A\ ‘l‘:-
== N

¢: walking direction = ¢: where to hit puck



Meta-RL with recurrent policies

n main question: how to implement fy(M;)?
0* = arg max Z Er, (n[R(T)]

i=1 what should fy(M;) do?
here ¢; = fo(M;
@ ¢i = Jo () 1. improve policy with experience from M;
{(817 ai,Ss2, Tl)) ceey ($T7 art,ST+1, TT)}
Tt

2. (new in RL): choose how to interact, i.e. choose a;
St+1
meta-RL must also choose how to explore!

meta-learned

H* i’:ghidden weights
as before, ¢; = [h;, 0]

> »> — hz —
ple at ~ 7o (at|st) (s1,a1,82,7m1) (82,az,s3,72) (53,03,84,73)
!

use (8¢, a¢, St41,7¢) to improve 7y . (als)

» —> —



Meta-RL with recurrent policies

n 0*
a
0* = arg meax Z Eﬁd)i (1) [R(T)] r ﬁ T
=1
’ | > > — hz_’
where ¢; = fo(M,;) | | | |
(s1,a1,82,7m1) (82,a2,s3,72) (83,03,84,73) S
\_'_I
so... we just train an RNN policy? T, (als)
yes!

crucially, RNN hidden state is not reset between episodes!

T_>+J><LT sinninnl
...: +0 +04!-+-1>+f0-:-1>



Why recurrent policies learn to explore

r H*W
> > — hz_’

I I I

(817 az, 32,7’1) (827(1'27 837712) (837013,84,7“3)

VA p— —

1. improve policy with experience from M;

{(817 ay, SQarl)a sy (ST7 ar, ST—}-ly’rT)}

2. (new in RL): choose how to interact, i.e. choose a;

— meta-RL must also choose how to explore!

T (als)

— I

el ==

episode

0* = arg max E-,

I

meta-episode

T
E Sta at

t=0

optimizing total reward over
the entire meta-episode with
RNN policy automatically
learns to explore!



Meta-RL as... partially observed RL?
M={S,A,DO,B,E r}

O — observation space observations o € O (discrete or continuous)

£ — emission probability p(o¢|st)
policy must act on observations o!

@ @ @ @ & "

typically requires either:

51 '® "33 explicit state estimation, i.e. to estimate p(s¢|o1.¢)

policies with memory



Meta-RL as... partially observed RL?

——
mo(als, z) this is just a POMDP!
\ before: M ={S, A, P,r}
encapsulates information policy _ _ o
needs to solve current task now: M ={S, A,0,P,&E r}

learning a task = inferring z

~

SxZ §=1(s,2)
S

0= S5

QS
I

from context (s1,a1,S2,71), (S2,a2,S3,72), ...

key idea: solving the POMDP M is equivalent to meta-learning!

Policies with memory are the simplest

typically requires either:
yP y 1ed way to do this (“in-context learning”)

explicit state estimation, i.e. to estimate p(s¢|o1.¢) There are many other ways to do this,

. . . including variational inference,
pOllCleS with memory gradient-based methods, etc.



