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Part 4.
Q-learning



Policy iteration with dynamic programming

policy iteration:
1. evaluate V7 (s)

2. set T+ 7’

estimate V7

fit a model to
estimate return

‘—>

generate

1 if a; = argmax,, Q™ (s¢, ay)
!/ . t ag ty At
™ (arfs:) = { 0 otherwise sl

run the policy)

policy evaluation: t
policy

g V7T (s) < r(s,m(s)) + 7Es’mp(s’|s,ﬂ'(s))[Vﬂ(sl)] e o

improve the

0.2|0.3|0.4/0.3| 16 states, 4 actions per state
0.3]03)0:510.3|  can store full V™ (s) in a table!
0.4|0.4/0.6|0.4 .

osloslodlos| 7 is 16 x 16 x 4 tensor




Even simpler dynamic programming

, | 1ifa; = argmaxa, Q™ (s¢, ar)
T (atlse) = { 0 otherwise

let’s evaluate Q™ (s)!

skip the policy and compute values directly!

value iteration algorithm:
1. set Q(s,a) « r(s,a) + yE[V(s')]
2. set V(s) <+ max, Q(s,a)

a

Qsa) Qe Qea)
Q(s,2) Q(s.a) Q(s.a)
Q(s.a) Q(s.a) Q(s,a)
S Qsa) Qs.a) Qsa)

Q(s,a) Q(s,a) Q(s,a)

Q™ (s,a) < r(s,a) + YEg p(s'|s,a) [V (8")]

fit a model to
ﬁ estimate return

generate
samples (i.e.
run the policy)

‘ improve the
policy

ar policy
V7™ (s) < max, Q™ (s,a)

|

approximates the new value!



What if we don’t know the transition dynamics?

fitted value iteration algorithm:
1. set y; < maxa, (r(si, a;) +yE[Vy(s])]) need to know outcomes
2. set 0 < argming 1 3. [[Va(ss) — uil)? for different actions!

Back to policy iteration...

policy iteration: policy evaluation:
1. evaluate Q™ (s, a)

9. set 7 7’ V7(s) < r(s, m(s smp(s'|s,m(s)) [V (87)]
1 if a; = argmax,, Q™ (s¢, ar)
0 otherwise

W’(at|8t) = { Qﬁ(sa a) — T(S: a) -+ ’YES’Np(s’|s,a) [Qﬂ (S,a W(SI))}

can fit this using samples J



Can we do the “max” trick again?

policy iteration: fitted value iteration algorithm:

1. evaluate V7 (s) 1. set y; < maxa, (r(s;,a;) + YE[Vy(s))])

2. set ¢ 7 ' 2. set 0 < argming 3 3, [[Va(si) — vil”
no policy, compute value directly

can we do this with Q-values also, without knowing the transitions?

fitted Q iteration algorithm: doesn’t require simulation of actions!

1. set y; < r(si,a;) +vE[Va(s))] < approxiate E|V (s})] = maxy Qp(s;,a))
2. set 0 < argming % > 1Qo(si,a) — y1||2

- no convergence guarantees for non-linear function approximation (more on this later)



“Classic” deep Q-learning algorithm (DQN)

Generalized Q-learning with replay buffer and target network:
1. save target network parameters: 6 < 6

2. collect dataset {(s;,a;,s;)} using some policy, add it to R

N><K 3. sample a batch (s;,a;,s;) from R
X

4. 0 + 6 — CYZ dQe (Sf,aa%)(Qﬂ(Suaz) - [T(Siaai) + Y MaXa QG(S a, )D

1) T

“classic” deep Q-learning algorithm:

1. take some action a; and observe (s;,a;,s’), add it to R

. sample mini-batch {s;,a;,s;} from R uniformly
. compute y; = r(s;,a;) + v maxy Q4(s},a;]) using target network Qg

2
3
4.0+ 0—a>, %o (s, a;,)(Qo(si,ai) — i)
5. update 0: copy 0 every N steps

Mnih et al. ‘13



Double Q-learning

Elmax (X1, X2)| > max(FE[X;], F[X3])

note that max, Qz(s’,a’) = Qg(s’, argmax, Qz(s’,a’))

value also comes from ()5 action selected according to g

"\ /

if the noise in these is decorrelated, the problem goes away!
idea: don’t use the same network to choose the action and evaluate value!

“double” Q-learning: use two networks: Q a

A
QQA (S’ a) T fYQQB (Slv arg mE}X Q@A (S,a al)) % 7=
a

QQB (Sv a) — Tt 7Q9A (S,: arg H}E}X QQB (Slv a/))

AN /

if the two QQ’s are noisy in different ways, there is no problem



DDPG algorithm summary

DDPG:
1. take some action a; and observe (s;, a;,s’), add it to R
2. sample mini-batch {s;,a;,s’} from R uniformly
3. compute y; = ’r(sj,aj) +vQ3(8}, 1g(s})) using target nets Qg and pg
4. ¢ ¢ — 0423 a5 (85,25)(Qg(s;,a5) — y5)
5040+ 83, G (s)) G (s, nls;)

can improve with clipped double-Q
6. update ¢ and @ (e.g., Polyak averaging)

Ea/mg(arjsy[mingeq1 2y Q. (s',a)]
Off-policy actor-critic:

1. take some action a; and observe (s;, a;,s;), add it to

sample mini-batch {s;, a;,s’} from R uniformly

compute y; = T‘(Sj, a;) +7Ea wry [Q5(s’, a’)] using target nets Q5 and pig
L Q=P — azj dé = (s5,a5)(Qg(s),a5) — yj)

0+ 0+8 Zj Vo log mo(a;]s;)Qu(s;, a;) What are some other
improvements we learned about?

o U W N

update ¢ and 6 (e.g., Polyak averaging)



Non-tabular value function learning

fitted value iteration algorithm (using B and II): /

B is a contraction w.r.t. co-norm (“max” norm) 1BV — BV||oo <AV = Vs

IT is a contraction w.r.t. £o-norm (Euclidean distance) IV —TIIV||2 < ||V = V||?

but... IIB is not a contraction of any kind

Conclusions:

BV . .
value iteration converges
(tabular case)
fitted value iteration does not
converge

V! -
V not in general

often not in practice



Part 5:
Variational inference



The variational approximation

but... how do we calculate p(z|z;)?

can bound log p(z;)!

log p(z;) = log / p(z:|2)p(2)

z

()

i(2)

qi(2)

= log / p(zi|z)p(z)

p(xs|2)p(2) |

=log £, q,(2) [ qi(2)

p(xi|2)p(2) |

> Brngi(z) [log qi(2)

Jensen’s inequality

log E[y] > Ellog y]

maximizing this maximizes log p(x;)

/

= E,rqi(2)llog p(w|2) + log p(2)] + Hhgi) () [log ¢i(2)]



The variational approximation
Li(p, qi)

log p(i) > E,q.(2)log p(z;|z) + log p(z)] + H(g;)

what makes a good ¢;(2)? intuition: ¢;(z) should approximate p(z|x;)
approximate in what sense? compare in terms of KL-divergence: Dky,(q;(2)||p(z|x))
why?
¢i(2) ¢i(2)p(i)
Dx1,(qi(xi)||p(z|2i)) = Eag, (2 [log ] =F g,z llog
(aiCriIp(Z170)) = Pomae) |08 35| = Preate) 08700, 55

= —E,qi(2) log p(z:]z) + log p(z)] + Eorg(2) log gi(2)] + Eorgi(2) log p(z;)]
= —E, g, () [logp(xi|2) +1ogp(2)] — H(q:) + logp(x;)
= —L;(p,q;) + logp(z;)

log p(x:) = Dxr(q:(2)||p(z|7:)) + Li(p, 4:)
log p(x:) > Li(p, ;)



The variational approximation

log p(zi) > g, () log p(z;|2) +log p(2)] + H(q:)

log p(z;) = Dkw(q:i(2)||p(2]zs)) + Li(p, gi)
log p(z;) > Li(p, ;)

qi(2) ] = E.q. () [10 Qi(Z)p(xi)]

Dxr1,(qi(2)||lp(2|z;)) = Engiz) llog p(z|x;) p(zi, z)

= —F. g2 logp(xi|z) + logp(2)] — H(q:) + log p(x;)
. (z) | / \

—Li(p, i) independent of g;!

= maximizing L;(p, ¢;) w.r.t. ¢; minimizes KL-divergence!



Amortized variational inference

po(x[2) 4o (z|z) = N(pg(r), 04 ()

L(po(wil2), g¢(2]zi))
for each z; (or mini-batch): !

:
calculate Vo L(po(xi|2), gp(2|z:)): log p(2i) = E.ng, (212, [log po(i]2) + log p(2)] + H(gs(2|2:))
sample z ~ gy (z|z;)
VoL ~ Vglogpg(z;|2)
0 0+ aVel

Q< o+aVyuL
@ '\

how do we calculate this?



Another way to look at it...

Li = E.ngy(zlellog po(wilz) +logp(2)] + H(ge(22:))

— Ezwq¢(z|azi)[10gp9(m'i|z)] + Ezmq¢(z|m1)[10gp(z)] + H(Q¢(Z|$z))

—Dk1.(gs(2|2;)||p(2)) <—— this often has a convenient analytical
form (e.g., KL-divergence for Gaussians)

= B.eqy 1o 08 2o (7i]2)] — Dic (g6 (2l:) [p(2)
= w0108 po(wilig () + €04 (2:))] — Dict (ag(2]:) [p(2))

~ log po (il (1) + co(2:)) — Dx(go(z]2) [p(2))

= _— Mqﬁ(xi)\
(i) + €ogp(wi) = 2 — po(zi|2)

T og(w) Ty
e ~N(0,1)




Conditional models

fﬂi — Ezmq¢(z|m,;,y@') [IOgPQ (yz|$’w Z) + logp(z|:r:i)] + H(QQb(leia yZ))

just like before, only now generating y;

and everything is conditioned on z; z ~ N(0,1)

at test time:



Relationship to diffusion and flow matching

conditional VAE diffusion or flow log p(ag|s) >
g
4 Eun.i~qlansas)logplaols, anr)]

—Dxr(q(aar:1lao), plaar:1))

p(ar—ar|s,ar, ) T \

forward reverse
(noising) (denoising)
process process

p(aT—ATIS: Ar, T)

diffusion can be thought of

log p(als) > as a hierarchical VAE

p(a’T—AT’S? Qr, T)

Note:
with diffusion (DDPM), noise is aq
ay ~ N (0: I) with flow matching, noise is ag




State space models

— (01,02, ...,OT)

p(Zt+1 \Zt; at)
What is the prior?
What is the decoder?

What is the encoder?

Z

\\z Z,4
\23/'

we’ll learn more about this when we
discuss model-based RL!

learned
N(0,T)
\ /
p(z) = p(z1) | | p(2e11 121, a1)
t

po(olz) = [ plorlz:)

t

gs(zl0) = | [ a6 (zt|01:¢)
t



Part 6:
Control as inference & IRL



A probabilistic graphical model of decision making

p(s1.7,a1.7) =77 noassumption of optimal behavior!

~

T

p(T|01:T) p(0t|8t7 at) = exp(r(st, at))
. p(Ta OlIT)
PriOwT) = =600

x p(T) Hexp(r(st, a;)) = p(7)exp (Z r(St, at))

t




Backward messages

p(O4lsy, ay) o< exp(r(ss, ar))

P(St+1 |St; at)

Bt(st; at) = P(Ot:T\Su at)
— fp(ot:TaSt+1‘Staaf)dSt+1 fOI‘ t = T — 1 to 1:

B /p(ot+1:T|St+1)p(St+l|Staat)p(0t|staat)dst+l —— Bi(st,;ar) = p(Otlst, at)ESt+1NP(St+1|Staat) Be+1(St+1)]

P(Ot+1:T|St+1) = /p(ot+1:T|St+1aat+l)p()a,Vf‘{+l

Bi(st1,a¢41) T

which actions are likely a priori
(assume uniform for now)

| / Bi(st) = Eatwp(at|st)[/6t(st; a)]
dag41




Backward pass summary

robability that we can be optimal at steps ¢t throueh T
Bt(st; at) — p(ot:T|St; at) p. Y X p b 5
given that we take action a; in state s;

fort=T —1 to 1:
Bi(st,ar) = p(Olst,at) Es, ~p(syis|se,ar) [Be+1(St41)] compute recursively from t =T to ¢t =1

Bt (St) — Eatwp(atlst) [/Bt(stv atﬂ

let Vi(st) = log Bi(st) log of 3; is “Q-function-like”
let Qt(St, at) — bg Bt(sta at)



Policy computation

p(O4lsy, ay) o< exp(r(ss, ar))

P(St+1 |St; at)

2. compute policy p(as|ss, O1.7) Bi(st, as) = p(Oprlsy, ay)
5t(St) - p(ot:T‘St)

p(at|sta Ol:T) = W(at|St)

= P(at\St, Ot:T)

. p(ag, s¢|Opr)
" plsidOur) rladsr) = 2

_ p(Ourla, se)p(ay, se) /plrT)
Ot T‘St St /Jl@%

_ P(Ourlay, si) p(as, si) _ Bi(st, at)
= 0l ) Bisy) BET




Policy computation with value functions

fort=T —1 to 1:
Qi(se,ar) = T(St; a;) + 10gE[eXP(Vt+1(St+1))]
Vilse) =log [ exp(Qi(st.an))a

Bi(se, at) Vi(s¢) = log Be(st)
T(ag|sy) = By (sy)
P Q1 (s, ar) = log Be(st, ar)

m(ag[st) = exp(Qi(se, ar) — Vi(sy)) = exp(Ay(se, ar))



Control via variational inference

let g(s1.7,ar.1) = p(s1) [ I, p(st+1[st, ar)q(as|s:)
same dynamics and only new thing

initial state as p
let x = Oy.p and z = (s1.7,a1.7)

Q) @ @ P(O¢lse, ar)
p(s1.1,a1.7|O17) (a) (a) (as) p(z|x)
S1 So S3 EEEEEN
p(s1) P(St+1]st, as)
q(a¢|st)
q(sv.T,anr) @) @ @ q(2)
S1 S92 S3 EEEEERN

p(s1) p(Sty1|se, ar)



The variational lower bound
log p(x) > E,q(z)|log p(x,2) —log q(z)] let x = O1.7 and z = (s1.7,a1.7)

the entropy H(q)

let q(s1.1,a1.7) = p(s1) [ [, p(St+1lst, ar)q(atst)

T
logp(Or:r) = E(Sl:TaalzT)NQ[N) + Z waﬂ + Z log p(Otlst, at)

t=1 t=1
T T
- IRGe1) — 3 o Pl ) — 3 log )
t=1 t=1
= Els).r,a1.1)~g [Z r(st,ar) — log Q(atISt)]
t

— ZE(St,at)NQ [?“(St, at) + /H(Q(at|st))}

maximize reward and maximize action entropy!



Backward pass summary - variational

value iteration algorithm:
fort =T —1to 1: 1. set Q(s,a) + r(s,a) +yE[V(s')]

Qi(se,ar) =r(se,as) + E[(Via1(sia1)] 2. set V(s) + max, Q(s, a)

Vi(st) log/exp Q+(s¢, ar))day
soft value iteration algorithm:
1. set Q(s,a) < r(s,a) +~vE[V(s')]
2. set V(s) < soft max, Q(s, a)



Soft actor-critic

What if we want an actor-critic algorithm with soft optimality?

!/
store s;, a;, s;

off-policy actor-critic algorithm: /\

1. get (s;,a,,s;) by taking one step with a ~ my(al|s)

2. evaluate y; = (i, 2;) + YEar oy (ar(s) Q7 (8], @) +H (g (a']s]))

3. update ¢ using V, Zf‘il HQg(si,ai) — yil|? 4 \/

4. J(0) = 32 Bannmy(als) [QF (51 a) +H(mo(als)))

5.0 < 60+ aVyJ(h) use batch {(s;,a;,s!)}2, from buffer

2. evaluate y; = r(s;,a;) + fyIEaf,\,m(aqS;)[QAg(s,’i, a’) —logmy(a’ls))]

usually put a “temperature” § in front of H(my(als;))
This is one of the most commonly used

off-policy actor-critic algorithms! why?



Learning the optimality variable

P(O¢|st, as) ¥ explank (s (S )) given:
. *
k—— reward parameters samples {7; } sampled from 7*(7)

p(7]O1.7,¢) x %/)QXP (Z 'rw(st,at)) \

can ignore (independent of 1))

1 N

N
1
maximum likelihood learning: max — log p(73|O1.7, %) = max — ro(T;) — log Z
g wNZ g p(7:|O1.1, ) 2 Y ry(ri) — log

1=1 N 1=1 \

partition function
(the hard part)




The IRL partition function

1 N

max - Z ry (i) —log Z 7 = /p('r) exp(ry(7))dr

Vil = 1 3 Vara(n) - 5 [ o) esplra(r) Vurs(rir

\ J
1

p(T|01:T7U})

VLl = Erme () [Vory(7)] = Eropr|01.0,0) [ VT (T)]

’ \

estimate with expert samples soft optimal policy under current reward



Inverse RL as a GAN

D(x) = p¢ (real image|x) which discriminator is best?
X P*(x)
D*(x) =
Po(x) + p*(x)

for IRL, optimal policy approaches 7y (7) o p(7) exp(ry (7))

choose this parameterization for discriminator: optimize Z w.r.t. same objective as /!

p(r)zexp(r(r)) PER) 7 exp(r (7)) _ ) 7 exp(r(7))

po() +p(7)z exp(r(r)) PRI, mo(alse) +PAQ) 7 exp(r(r))  T1, me(aclse) + 7 exp(r(r))

”

optimize this w.r.t. ¥

Y < arg max Erp[log Dy (7T)] + Ermrg [log(1l — Dy (7))]

we don’t need importance weights anymore — they are subsumed into Z

Finn*, Christiano* et al. "A Connection Between Generative Adversarial Networks, Inverse Reinforcement Learning, and Energy-Based Models."



Can we just use a regular discriminator?

generator /policy data/demonstrations

mo(7)
i V
samples from p*(7)

samples from 7y (7) *

\ ¥« argmax Erp:{log Dy (7)] + Eremo[log(1 = Dy(7))]

M
1 . ,
Vol ~ § :V o log 4 (7;) log Dy () / D, (1) = standard binary neural net classifier

j=1
' - Pros & :
policy changed to make it harder to ros & cons

distinguish from demos
- discriminator knows nothing at convergence

- generally cannot reoptimize the “reward”

Ho & Ermon. Generative adversarial imitation learning.



Full RL from human feedback algorithm

RL from human feedback:

1. sample 2 (or more) trajectores 7; ~ wy(T)

2. ask a person to specify preferences {7; > 7,}i /

3. train reward ¢ < argmaxy, ), ;logo(ry(7i) — ry(75))
4. train policy mp with reward ry,

this looks a lot like logistic regression

this can be incomplete
optimization

exp (Zt "”w(szi)aaf)))

p(ri = 75) = N , ;
exp (S, o (st al)) +exp (2, (7, )

preference 7; > 7; means “I like ¢ more than j”



Intermission



Part /:
Model-based RL




Distributional shift in model-based RL

1. Get some data D = {s;, a;,s;} using 7 1. don’t change the policy too much

2. Learn model f(s,a) =¢’

3. Improve the policy “a bit” under f

Dxi(ms||mg) <€ e.g., “trust region”

2. stick to places where the model is “confident”

3. Set TR <= Ty e Use probabilistic, uncertainty-aware model
* Use penalty (“pessimism”) in the face of

model uncertainty
1. Get some data D = {s;,a;,s,} using g
2. Learn probabilistic model p(s’[s, a)

3. Get best policy 7, in expectation under p

3. Set mg < m,



How can we have uncertainty-aware models?

ldea 1: use output entropy

l- m
p(s1) >

5 2')(82)2’)(53 S¢t1

why is this not enough?

Two types of uncertainty:

aleatoric or statistical uncertainty —

A

epistemic or model uncertainty

- ] 2 o 2 F] !

“the model is certain about the data, but we are not

what is the variance here?  certain about the model”



he stochastic open-loop case

T
po(s1,-..,srla,...,ar) = p(s1) [ | p(se+1lse, ar)

Zfr(st,atﬂal ..... ar
why is this suboptimal?

ai,..., ar = arg max F
al,..., arT



he stochastic closed-loop case

m = argmax I, () [Z r(s¢, at)]
t



ow to plan with uncertainty

H
Before: J(ai,...,ag) =) ,_,7(st,a;), where s;y1 = f(s¢,a)
: _ 1 N H h _
Now: J(ai,...,am) = x> ;-1 2 +—1 "(St,s,a¢), where s;11,; = fi(S¢,4,a¢)
. . distribution over
In general, for candidate action sequence ai,...,aq: deterministic models

Step 1: sample 6 ~ p(6|D)
Step 2: at each time step ¢, sample s;11 ~ p(si11|st, az, 0)
Step 3: calculate R =), r(s¢, a)

Step 4: repeat steps 1 to 3 and accumulate the average reward

Other options: moment matching, more complex posterior estimation
with BNNs, etc.



Model-Based Acceleration (MBA)
Model-Based Value Expansion (MVE)
Model-Based Policy Optimization (MBPO)

take some action a; and observe (s;,a;,s;,r;), add it to B
sample mini-batch {s;,a;,s’,r;} from B uniformly
use {s;,a;,s;} to update model p(s’ls,a)

. sample {s;} from B

for each s;, perform model-based rollout with a = 7 (s) k\

use all transitions (s, a, s’, r) along rollout to update Q-function &

< IS B JUR ORI

Gu et al. Continuous deep Q-learning with model-based acceleration. ‘16
Feinberg et al. Model-based value expansion. *18

Janner et al. When to trust your model: model-based policy optimization. ‘19



Latent state space models

«— (01,09, ...,0p)

p(Zt+1\Zta at)

What is the prior?

What is the decoder?

What is the encoder?

Z

\\z Z,4
\23/'

we are not in partially
observed setting

learned
N(0,T)
\ /
p(z) = p(z1) | | p(2e11 121, a1)
t

po(olz) = [ plorlz:)

t

gs(zl0) = | [ a6 (zt|01:¢)
t



Part &:
Offline RL



Offline reinforcement learning

on-policy RL off-policy RL

rollout data {(5;. a;. 8], )} rellout data | (;. a;. 80, 1))

=g
+ &
P_I.

Thk+1

offline reinforcement learning

rollout(s)

data collected ONCE == == == -— - I
with any palicy training phase

45



Where does it appear for each off-policy RL method?

Q-learning & Q-function actor-critic

¢ + arg mmES a-HQ s,a) — yl? y; = 1(s;,a;) + ’)/Eaf@gg(s’ a

because we only have sz for s;, a; (a|s) £ (a|s)
B
(si,a;) ~ ma(s,a)

worse: 6 < arg maxg Eary(als) @y’ (S, )]

“gibbon”

46



Where does it appear for each off-policy RL method?

model-based RL

f — arg mfin Esjamwﬁ(s,a),s’rvp(s’|S,a) | |f(S, a) N S,| |2

'||? is low

Es,awmg (s,a),s’rvp(s’ls,a)”f(sa a) —S
/HQ

Es anrg(s,a).s’~p(s'|s,a)||f(8,a) —s'||* is not, for general 7y # 73

WOrse:

Adversarial Noise

we pick mg to maximize the reward under f!

“gibbon”

47



Where does it appear for each off-policy RL method?

off-policy policy gradient (importance-sampled surrogate):

N H 7 1
mo(al”|s{")

J(0) = Z Z (), (3) A" (Sgi), aii)) +0 log mg (af) |S§i)) This is an example of a
i=1 t=1 ‘776 (a;”|s )’ ‘ Y ’ policy constraint
! “just don’t go there”

ratio very far from 1.0 = exploding variance

the answer to counterfactual questions has “high variance” (depends on whether you saw it or not!)



Some principles for offline RL

» Many different methods, similar principles seem to be effective:

use value-based methods (i.e., Q-learning or Q-function actor-critic) somehow fix the distributional shift problem

Dxr(m(als)||ms(als)) < e

"X / .

»

policy constraints pessimism (e.g., CQL) avoid OOD actions in updates
(e.g., 1QL)
train the policy so that it train the Q-function so that set up the whole algorithm to

stays close to data it doesn’t overestimate avoid out-of-sample actions



Explicit policy constraint methods

How do we implement constraints? Lagrange multiplier

1. Modify the actor objective easy to compute and differentiate
for Gaussian or categorical policies

_Q_/P&Pg_ma%g—ﬁ_){wiawﬂg als; 13 /

_ o s; €D
0 < arg max Z Earry(alsy)|Q(si,a) + Xog ma(als;)] + AH(m(als;)
1a s:€D

D1, (mg||mg) = Ex,|log me(als) —log mg(als)|= —FEr,[log ms(als)] — H(mg) “reverse KL”

0 < arg max Z Earry(als) |Q(si,a)] + Alog mg(a,s;)
1b 5:€D

Dy, (mg||mg) = —Er,|logme(als)] + const “forward KL”

sometimes called [method]+BC (e.g., DDPG+BC, TD3+BC, SAC+BC, etc.)

generally not the best way to fix the problem, but can work well if done right



Example: BRAC-like algorithm

offline actor-critic algorithm (BRAC-like):

1. evaluate y; = r(s;,a;) + ’yEarmwe(aqs;)[@g(Sﬁ;,a') — AD(mo(+[s;), ma(+,87))] /

: B | Ax
2. update ¢ using Vg > .7, ||Q¢(Sz', a;) — yill?

3. J(0) = 3= Farmy(als) [QF (si,@)] — AD(wo(-|s:), 5 (-[s:)) se batch {(si,a;,87)},
4.0 < 0+ aVeJ(0)

for example D(mg, m3) = Dxr,(mg||73)

See: Wu, Tucker, Nachum. Behavior Regularized Offline Reinforcement Learning. '19



Example: AC+BC-like algorithm

offline actor-critic algorithm (AC+BC-like):

1. evaluate y; = r(s;,a;) + YEaror, (af|s;)[Q;E(S§, a’)]
2. update ¢ using V4 Zil ||Qg(8¢, a;) — yill?
3. J(0) = > Bacry(als,) [QF(8i,a)] + Alog ma(a]s;) use batch {(s;,a;,s})}2,

4.0« 0+ aVyJ(0)



Implicit policy constraint methods

Tnew(a[s) = arg mq?“X EaNW(a|S)[Q(S’a)] 8.t DKL(W”WB) <€ See also:
Peters et al. (REPS)

1 1 straightforward to Rawlik et al. (“psi-learning”)
*
T (als) = Z(s) ms(als) exp (XAW(Sa a)) show via duality ...many follow-ups
w(s, a)
approximate via weighted max likelihood! 1

1 1
Thew(@[S) = arg max Es )~ llog m(als) Z(5) exp (XA%M (s, a))]

T \

samples from dataset critic can be used

a~ mg(als) to give us this

Peng*, Kumar*, Levine. Advantage-Weighted Regression. ‘19
Nair, Dalal, Gupta, Levine. Accelerating Online Reinforcement Learning with Offline Datasets. ‘20



Example: AWAC-like algorithm

offline actor-critic algorithm (AWAC-like):

1. evaluate y; = r(s;,a;) + nyaf,\,We(af|S;)[QAg(s;, a’)] 7
. B | Anr
. update ¢ using Vg 3.7, |QF(si,a:) — vill°

: B ~ ~
update ¢ using Vy, > .7, ||V (si) — Eacry(als;) Q (si;a)lI* = use batch {(s;,a;,s))} 2

1=1
J(0) = . logme(a;|s;) exp (ng(sl,az V7r (si )
0 0+ aVyJ(0)

Tt W

can also just approximate V”(si) ~ Qg(si, a) where a ~ my(als;)

what are the advantages of this approach?

what are possible problems with this approach?

Nair, Dalal, Gupta, Levine. Accelerating Online Reinforcement Learning with Offline Datasets. ‘20



Implicit Q-learning (1QL)

Q-learning with implicit policy improvement

Q(s:2) « 7(s,2) + V(') V e argmin 3" G(V(s1), Qlsi 1)

1=1

V(s) = max Qfs,a) Q(s,a) « r(s,a) + max Q(s,a’)

a’'eQ(s’)
{Us) = {a:mg(als) > €} N .
“Implicit” policy
if we use /3 for big 7 Thew(als) = d(a = arg m&x) Q(s,a))
acil(s

Now we can do value function updates without ever risking out-of-distribution actions!

llya Kostrikov, Ashvin Nair, Sergey Levine. Offline Reinforcement Learning with Implicit Q-Learning. 21

v



Implicit Q-learning (1QL)

offline actor-critic with IQL:

1. evaluate y; = T(Si, a?l) -+ ’Y‘A/w(sgz) )
. update ¢ using Vs 3.7, Qg (s, a:) — wil?
update ¢ using V,, Zile 05 (Vy(si) — Qe(si,ai)) = use batch {(si,a;,8)) 2

~ N 1/ J1=1
J(0) = >, log mp(a;|s;) exp (qu(si, a;) — Vw(Sz’))
0 0+ aVyJ(0)

UL Lo N

there are no expectations under my anywhere

critic is also completely independent of actor

hence implicit “Q-learning,” not really “actor-critic”

llya Kostrikov, Ashvin Nair, Sergey Levine. Offline Reinforcement Learning with Implicit Q-Learning. 21



Conservative Q-learning (CQL)

A better bound: always pushes Q-values down  push up on (s, a) samples in data

) ! ! _

Q" = arg mén ml?x 0 Fs D a~p(als)[Q(s; a)] =B (s a)~p|Q(S; a)]

1 £ Q"
+E(s,a,s')~D [(Q(s, a) — (r(s,a) + E,[Q(s',a)])) } cqr(@”)

—

no longer guaranteed that Q™ (s,a) < Q™ (s,a) for all (s, a)

but guaranteed that Eﬂ(a|s)[Q7r(S, a)] < Er(als)|Q(s,a)] for all s € D

Kumar, Zhou, Tucker, Levine. Conservative Q-Learning for Offline Reinforcement Learning. ‘20



What’s the problem with offline to online RL?

A

Example: offline to online RL Q" = argminmax aFsp a~nr(als)Q(S,a)] — aFs anp|Q(s,a)]
with cQL @ 7

+ B asen |(Q(s,2) = (1(s,a) + B [Q(s', )]

this period wasted recovering

offline performance _ ,
| underestimating too much here

1.00 4 /
0 -

0.75 1

ok
—
I

Different offline RL algorithms have
+— different versions of this problem

| VVUULIlI g WLy Wi v L

(.50 4

b
1

=uecess Hate

.25

Average Q-Value

e
=
1

0.00 But it’s very hard to fix this

A

I T I 1[] i
0 L0000 200001 '
J

o completely!
\ J 1] LOMCOM
l ! [ T ]
offline online . .
offline online

online training starts here (at 50k steps)




IDQL: simple offline-to-online RL with diffusion

1. update ¢ using V4 Zil ||Q¢(Si,aq;) — yz||2
1. train Q4(s,a) using IQL (without any actor) -[ 2. update ¢ using V327, 5 (Vi (si) — Qu(si, a;))
3. J(0) =, logme(a;|s;) exp (qu(sia a;) — Vw(si))

2. train my(als) as a diffusion/flow model with BC mo(als) ~ ma(als)

3. at test time, sample {ay,...,ax} from 7y(als) at each step

pick arg max,, Q¢(s, ay,) no OOD actions because mg(als) ~ m(als)

why is this good? why is this bad?

59
Hansen-Estruch, Kostrikov, Janner, Grudzien, Levine. IDQL: Implicit Q-learning as an actor-critic method with diffusion policies.



FQL: actor that stays “close” to diffusion model

1. train maow(als, z) as a diffusion/flow model with BC Thow (a[S) ~ mg(als)

2. run offline actor-critic with a special BC regularizer

this actor is not a diffusion model! It’s

just a regular neural net that takes in z mo(als, z)

J(Q) — Zz Il:E‘er;c'(z) [EaNﬂ'g (a|si,z)[Qg(Sia a)] +E ar T ow (als,z) )\10g Uy az|sza

\ /

clone the action mgow would take for that value of z

why is this good?

60
Park, Li, Levine. Flow Q-learning.



MOPO: Model-Based Offline Policy Optimization

solution: “punish” the policy for exploiting - O

7(s,a) = r(s,a) — \u(s, a) \

uncertainty penalty

...and then use any existing model-based RL algorithm \ k‘

Yu*, Thomas™*, Yu, Ermon, Zou, Levine, Finn, Ma. MOPO: Model-Based Offline Policy Optimization. ‘20

See also: Kidambi et al., MORel : Model-Based Offline Reinforcement Learning. 20 (concurrent)



Part 9:
Exploration



Optimistic exploration in RL

2In H
N(a)

UCB: a = argmax/f, +

“exploration bonus”
lots of functions work, so long as they decrease with N(a)

can we use this idea with MDPs?

count-based exploration: use N(s,a) or N(s) to add exploration bonus

use v (s,a) = r(s,a) + B(N(s))
\

bonus that decreases with N(s)

use r1 (s, a) instead of r(s,a) with any model-free algorithm

- need to tune bonus weight



Exploring with pseudo-counts

¥

fit model py(s) to all states D seen so far
take a step ¢ and observe s;

fit new model py(s) to DU's;

use pg(s;) and pg:(s;) to estimate N(s)
set i =r; + B(N(s)) ~— .

pseudo-count”

how to get N(s)? use the equations

N(s;) _ N(si)+1
po(si) = S por(si) = P
two equations and two unknowns!
. . 1 — por(ss)
N S;) = n S; n — pQ(S@')
(8:) = Aips (i) por(57) — po(s7)

I o
.

Bellemare et al. “Unifying Count-Based Exploration...”



Heuristic estimation of counts via errors

let’s say we have some target function f*(s,a)
given our buffer D = {(s;,a;)}, fit fo(s,a)

use E(s,a) = || fo(s,a) — f*(s,a)||? as bonus

what should we use for f*(s,a)?

one common choice: set f*(s,a) =s’ — i.e., next state prediction

A

low novelty

N

l\

high novelty

even simpler: f*(s,a) = fy(s,a), where ¢ is a random parameter vector

Burda et al. Exploration by random network distillation. 2018.

v



Part 10:
RL theory




Let’s prove that value iteration converges

value iteration: V < max,|r + yPV]

TV = m(?x[r +yPV] “Bellman optimality operator”
| max f(z) —max g(z)| < max|f(z) —g(z)]

TV = TU||oc < [TV (s) —TU(s)| = |max[ (s,a —|—WZP "Is,a)V (s")] — max —|—72P "Is,a)U(s")]|
<max| (s,a) —|—'yZP (s's,a)V(s") fyZP (8'|s,a)U
— ymax| 3 P )5, a)(V(s') - U(s))

< ymax|V(s)) = U(s)|
— ’Y“V - UHoo

67



The setup

“oracle exploration”: for every (s,a), sample s’ ~ P(s’|s,a) N times

simple “model based” algorithm:

#(s,a,5)
N

2. Given , use P to estimate Q7

1. P(s/)s,a) =

with probability at least 1 — 9

||QW(87a) - Qﬂ(sva)Hoo < €

how close is Q™ to Q77 - ’ - if N> f(e,9)
maX|Q7r(s,a,) o QW(Saa” <€
S,a

?

good to use || - || if we want worst-case performance

1Q*(s,a) — Q*(5,a)]|00 < €

optimal Q-function learned under P

how close is Q* if we learn it using P?

how good is the resulting policy? < |Q*(s,a) — Qﬁ(S, a)lloo <€

the arg max policy corresponding to that Q-function

68
Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar



https://rltheorybook.github.io/

What does this mean?

T T Y |S|10g1/6
_ <

/ N\

error grows quadratically in the horizon

more samples = lower error

each backup “accumulates” error

Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar



https://rltheorybook.github.io/

Some simple implications...

s AT Y |S|10g1/6
_ < e

what about [|Q* — Q*||s0? |sup f(z) —sup g(z)| < sup|f(z) — g(x)|

1Q* = % lloo = [15up Q7 — sup Q]| oc < sup|Q™ — Q][ < €

what about ||Q* — Q™ ||s0? /Q
Q" = Q7 [loo = 1Q* = Q™ + Q7 — Q7 [l S1Q" = Q7 [loo +[1Q7 = Q7 [oo = 2¢

\ /

same policy

70
Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar



https://rltheorybook.github.io/

. . 1 " Bellman operator
Analyzing fitted Q-iteration /TQ:riva(?XQ

abstract model of exact Q-iteration: Qr+1 — TQx which norm?
X ) o / no convergence if || - ||2
abstract model of approximate fitted Q-iteration: Qr+1 +— argmin ||Q — T'Qy|| we'll assume || - ||

Question: as k — oo, Qr —7
approximate Bellman operator

dim {[Qr — Q%[ <7 TQ =7 +yPmaxQ
where do errors come from? / \ . N(s,a,s')
(s,a) = s a) Zé( si,a;) = (s,a))r; P(s'[s,a) = N(s,a)
T +# T “sampling error”

Note: these are not models, this is the effect of

e ™A y : ) averaging together transitions in the data!
Qi1 # TQr  “approximation error”

71
Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar



https://rltheorybook.github.io/

Putting it together

~ ]. S A 6 ]. S 6 o" . ”
||TQ—TQ||OO§2RmaXcl\/Og| 141/ +62\|Q||m\/°g| / sampling error
2N N
B — O ! 1 L -
im ||Qr — Q7||ec < max €y = —— max ||Qr — T'Qr—1|oc “approximation error”
k— o0 1

— v k \ 1—7v &
how much Qk—l—l diffefs from TQk
due to: sampling &rror (T #T)

approxmation error (Qk + T@k_l)
1Qk — TQr-1lco = |Qk — TQr—1 + TQ1 — TQr—1|
<@k — TQr-1l|oc + [|TQr-1 — TQr—1||oc

1
approximation sampling

Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar
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https://rltheorybook.github.io/

What does it all mean? O(R %}/)

maxl_
-~ ]. S A 6 ]. S 6 I'{ H n
||TQ—TQ||OO§2RmaXcl\/Og| 141/ +62\|Q||w\/°g| / sampling error
2N N
lim ||Q - Q" <—1 max € ——1 Q T@ “approximation error”
el 12 o S T ARG = 9T m]?XH k= TQr-1]|o pp

1@k — TOk—1]loo < |Qk — TQr-1lls0 + [T Qr-1 — TQr—-1||oc

error “compounds” with horizon, over iterations and due to sampling

so far we needed strong (infinity norm) assumptions

more advanced results can be derived with p-norms under some distribution:

1Qr — Q]

pi = (Blomentem [Qa(s,0) = Q* (5. )]

Based on RL Theory Textbook. Agarwal, Jiang, Kakade, Sun. https://rltheorybook.github.io & slides by Aviral Kumar
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