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Introduction to Lab 3:

Information Retrieval



Catalogs are old!

Two famous lost catalogs from 100-200 BC
• Pinakes ("tables") of Callimachus describing the 

Library of Alexandria!
• Han Dynasty China Liu Xin's Qilüe (七略; "Seven 

Surveys")
Lots of research on finding things in catalogs
• Early 20th C: Hollerith punched cards
• But not yet mechanical devices that searched 

a catalogue for a particular entry



First electronic document retrieval system
Emanuel Goldberg (1881-1970)
•Founder of Zeiss Ikon

1928 microfilm reader

"on his desk… he would dial a number, press a button 
and after three seconds the document would be 
projected”.



195os: Computers begin to be used for IR

1957-8 Hans Peter Luhn (1896-1964), at IBM
proposes term frequency and ranked retrieval

He also invented hashing



And something called
the Cocktail Oracle



1963: Cosine and vectors

Gerald Salton (1927-1995)
At Cornell
• The vector model of IR
• The use of the cosine
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FIG. 2. Matrices used for the generation of term associations 

many different ways:  for example, they may exhibit the same word stems, or 
they may have similar syntactic properties, or they may be usable in the same 
contexts, and so on. The criteria of association used in most automatic programs 
do not normally require a determination of syntactic or semantic properties. 
Rather, they are based on simple co-occurrence of words in the same texts or 
sentences, or on co-occurrence with individual or joint frequencies greater than  
some given threshold value. 

Given a set of m documents and a set of n index terms, a typical procedure for 
the generation of term associations is as follows: 

(a) a term-document incidence matrix C is constructed which lists index terms against 
documents ; matrix element C / i s  defined to be equal to/~ if and only if document j 
contains term i exactly k times; 

(b) a coefficient of similarity between terms is then defined based on the frequency of co- 
occurrence of pairs of terms in the individual documents; 

(c) a term-term similarity matrix R is then generated which exhibits all similarity co- 
efficients between pairs of index terms; 

(d) term associations are defined for those pairs whose associated similarity eoefificient is 
greater than some stated threshold value. 

A sample term-document incidence matrix C is shown in Figure 2(a).  To ob- 
tain a coefficient of similarity between two terms based on the frequency of 
co-occurrence in the documents of a given collection, it is only necessary to 
perform a pairwise comparison of the corresponding rows of C. Many different 
types of similarity coefficients have been suggested in the literature [2, 3, 4, 5]; 
a simple coefficient of similarity between rows of a numeric matrix, and one which 
may be as meaningful as any of the others, is the cosine of the angle between the 

Similarity matrix in 1963 paper:



1972: Inverse Document Frequency (IDF)

Karen Spärck Jones
 (1935-2007)
Cambridge

 
A STATISTICAL INTERPRETATIO N OF 

TERM SPECIFICITY AND ITS APPLICATION 
IN RETRIEVAL 

KAREN SPARCK JONES 

University of Cambridge Computer Laboratory 

The exhaustivity of document descriptions and the specificity of index terms 
are usually regarded as independent. It is suggested that specificity should be 
interpreted statistically, as a function of term use rather than of term meaning. 
The effects on retrieval of variations in term specificity are examined, experi-
ments with three test collections showing in particular that frequently-occurr-
ing terms are required for good overall performance. It is argued that terms 
should be weighted according to collection frequency, so that matches on 
less frequent, more specific, terms are of greater value than matches on 
frequent terms. Results for the test collections show that considerable im-
provements in performance are obtained with this very simple procedure. 

EXHAUSTIVITY AND SPECIFICITY 

WE ARE FAMILIAR with the notions of exhaustivity and specificity: 
exhaustivity is a property of index descriptions, and specificity one of index 
terms. They are most clearly illustrated by a simple keyword or descriptor 
system. In this case the exhaustivity of a document description is the cover-
age of its various topics given by the terms assigned to it; and the specificity 
of an individual term is the level of detail at which a given concept is repre-
sented. 

These features of a document retrieval system have been discussed by 
Cleverdon et al.4 and Lancaster,6 for example, and the effects of variation in 
either have been noted. For instance, if the exhaustivity of a document de-
scription is increased by the assignment of more terms, when the number 
of terms in the indexing vocabulary is constant, the chance of the document 
matching a request is increased. The idea of an optimum level of indexing 
exhaustivity for a given document collection then follows: the average 
number of descriptors per document should be adjusted so that, hopefully, 
the chances of requests matching relevant documents are maximized, while 
too many false drops are avoided. Exhaustivity obviously applies to requests 
too, and one function of a search strategy is to vary request exhaustivity. I 
shall be mainly concerned here, however, with document descriptions. 

Specificity as characterized above is a semantic property of index terms: 
a term is more or less specific as its meaning is more or less detailed and pre-
cise. This is a natural view for anyone concerned with the construction of 
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1990s: Web search

1993 the web opens to the public
1993 a few early search indexes
1995 Altavista: natural language web 
search
1996 Ask Jeeves
1998 Google

2024 Google includes Gemini results



Today's lab 3

1) TF-IDF vector cosines
1b) Sparse Retrieval vs Dense Retrieval
2) Precision and Recall
3) The role of IR/LLM as Mirror vs Aspiration



Part 1: Vector dot products and cosine

Core of IR: dot products of vectors
◦ Sparse retrieval
◦ Dense retrieval

A core of LLMs:  dot products of vectors
◦ Next week: embeddings (dense vectors) are 

how LLMs represent information
◦ Feedforward network layers
◦ Compute dot products between stored prototypes and 

input data



TF-IDF

As a weighting scheme for measuring 
importance, in IR and:
◦ Recommender systems
◦ Computational social science
◦ Even for non-text data



Part 2: Precision and Recall

true positive

false negative

false positive

true negative

gold positive gold negative
system
positive
system

negative

gold standard labels

system
output
labels

recall = 
tp

tp+fn

precision = 
tp

tp+fp

accuracy = 
tp+tn

tp+fp+tn+fn



In lab today

We'll make sure you know how to compute it
And we'll introduce the idea that there can be  
a tradeoff between  precision or recall



Part 3: What about Generative AI?

LLMs create content instead of just retrieving it
Leads to new ethical questions about IR with 
respect to historical or social facts!!
When should LLMs generating content be:
• Mirror: reflect the world as it is
• Aspiration: reflect a better world we envision


