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Why logistic regression?

1. Important analytic tool in social and health 
sciences when we are studying something 
that is a discrete variable.

2. Baseline supervised machine learning tool 
for classification

3. Foundation of neural networks



The duality: social/health sciences vs ML

In social sciences

• we care about weights (β) to tell us which factors matter
• don't care about the classification accuracy

In machine learning:

• we care about classification accuracy
• we don't care about the weights w

4.2 • THE SIGMOID FUNCTION 5

Figure 4.1 The sigmoid function s(z) = 1
1+e�z takes a real value and maps it to the range

(0,1). It is nearly linear around 0 but outlier values get squashed toward 0 or 1.

(0,1), which is just what we want for a probability. Because it is nearly linear around
0 but flattens toward the ends, it tends to squash outlier values toward 0 or 1. And
it’s differentiable, which as we’ll see in Section 4.15 will be handy for learning.

We’re almost there. If we apply the sigmoid to the sum of the weighted features,
we get a number between 0 and 1. To make it a probability, we just need to make
sure that the two cases, P(y = 1) and P(y = 0), sum to 1. We can do this as follows:

P(y = 1) = s(w ·x+b)

=
1

1+ exp(�(w ·x+b))

P(y = 0) = 1�s(w ·x+b)

= 1� 1
1+ exp(�(w ·x+b))

=
exp(�(w ·x+b))

1+ exp(�(w ·x+b))
(4.5)

The sigmoid function has the property

1�s(x) = s(�x) (4.6)

so we could also have expressed P(y = 0) as s(�(w ·x+b)).
Finally, two terminological points. First, the input to the sigmoid function, the

score z = w · x+ b from Eq. 4.3, is often called the logit. This is because the logitlogit

function is the inverse of the sigmoid. The logit function is the log of the odds ratio
p

1�p :

logit(p) = s�1(p) = ln
p

1� p
(4.7)

Using the term logit for z is a way of reminding us that by using the sigmoid to turn
z (which ranges from �• to •) into a probability, we are implicitly interpreting z as
not just any real-valued number, but as specifically a log odds.

Second, for binary classification it will be convenient to refer to the output of
the sigmoid function s(w ·x+b) which is computing P(y = 1), as ŷ. We pronounce
this symbol as y hat. We thus use ŷ to mean “the probability of the input observa-y hat

ŷ tion having the positive class”. When we introduce multinomial or softmax logistic
regression in Section 4.7, we will introduce an extension of ŷ that will be a vector
of probabities over all the output classes, but for binary classification we just keep
one scalar probability, knowing that we can always compute the missing probability
P(y = 0) as 1�P(y = 1).
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Neural networks and LLMs

Logistic regression is like a single neural unit
A neural net can be modeled as a set of 
logistic regression classifier chained together
Prediction in LLMs is based on softmax, 
generalization of the sigmoid to more than 2 
output classes



What can we classify? A lot!

imaca, brothel; imafe, hospital; imafo, pesthouse; imari, house; 
imaru, country estate; imede, pillar; imedo, post; imego, floor; imela, 
ceiling ; imogo, window; bire, bookbinder, birer, to bind books. (I 
found this in a book published in Buenos Aires in 1886: the Curso de 
lengua universal by Dr. Pedro Mata.) 

The words of John Wilkins's analytical language are not stupid 
arbitrary symbols; every letter is meaningful, as the letters of the 
Holy Scriptures were meaningful for the cabalists. Mauthner ob­
serves that children could learn Wilkins's language without knowing 
that it was artificial; later, in school, they would discover that it was 
also a universal key and a secret encyclopedia.' 

After defining Wilkins's procedure, one must examine a problem 
that is impossible or difficult to postpone: the meaning of the fortieth 
table, on which the language is based. Consider the eighth category, 
which deals with stones. Wilkins divides them into the following 
classifications: ordinary (Hint, gravel, slate) ; intermediate (marble, 
amber, coral) ; precious (pearl, opal) ; transparent (amethyst, sap­
phire) ; and insoluble (coal, clay, and arsenic) . The ninth category 
is almost as alarming as the eighth. It reveals that metals can be im­
perfect (vermilion, quicksilver) ; artificial (bronze, brass); recre­
mental (filings, rust); and natural (gold, tin, copper). The whale 
appears in the sixteenth C�J.tegory: it is a viviparous, oblong fish. 
These ambiguities, redundances, and deficiencies recall those attrib­
uted by Dr. Franz Kuhn to a certain Chinese encyclopedia entitled 
Celestial Emporium of Benevolent Knowledge. On those remote pages 
it is written that animals are divided into (a) those that belong to 
the Emperor, (b) embalmed ones, (c) those that are trained, (d) 
suckling pigs, (e) mermaids, (f) fabulous ones, (g) stray dogs, (h) 
those that are included in this classification, ( i) those that tremble 
as if they were mad, (j) innumerable ones, (k) those drawn with a 

very fine camel's hair brush, (I) others, (m) those that have just 
broken a flower vase, ( n) those that resemble flies from a distance. 
The Bibliographical Institute of Brussels also resorts to chaos: it has 
parceled the universe into 1,000 subdivisions: Number 262 cor­
responds to the Pope; Number 282, to the Roman Catholic Church; 
Number 263, to the Lord's Day; Number 268, to Sunday schools; 
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CHAPTER

4 Logistic Regression and Text

Classification

En sus remotas páginas está escrito que los animales se dividen en:
a. pertenecientes al Emperador h. incluidos en esta clasificación
b. embalsamados i. que se agitan como locos
c. amaestrados j. innumerables
d. lechones k. dibujados con un pincel finı́simo de pelo de camello
e. sirenas l. etcétera
f. fabulosos m. que acaban de romper el jarrón
g. perros sueltos n. que de lejos parecen moscas

Borges (1964)

Classification lies at the heart of language processing and intelligence. Recog-
nizing a letter, a word, or a face, sorting mail, assigning grades to homeworks; these
are all examples of assigning a category to an input. The challenges of classification
were famously highlighted by the fabulist Jorge Luis Borges (1964), who imagined
an ancient mythical encyclopedia that classified animals into:

(a) those that belong to the Emperor, (b) embalmed ones, (c) those that
are trained, (d) suckling pigs, (e) mermaids, (f) fabulous ones, (g) stray
dogs, (h) those that are included in this classification, (i) those that
tremble as if they were mad, (j) innumerable ones, (k) those drawn with
a very fine camel’s hair brush, (l) others, (m) those that have just broken
a flower vase, (n) those that resemble flies from a distance.

Luckily, the classes we use for language processing are easier to define than
those of Borges. In this chapter we introduce the logistic regression algorithm for
classification, and apply it to text categorization, the task of assigning a label ortext

categorization

category to a text or document. We’ll focus on one text categorization task, senti-

ment analysis, the categorization of sentiment, the positive or negative orientationsentiment

analysis

that a writer expresses toward some object. A review of a movie, book, or product
expresses the author’s sentiment toward the product, while an editorial or political
text expresses sentiment toward an action or candidate. Extracting sentiment is thus
relevant for fields from marketing to politics.

For the binary task of labeling a text as indicating positive or negative stance,
words (like awesome and love, or awful and ridiculously are very informative, as we
can see from these sample extracts from movie/restaurant reviews:

+ ...awesome caramel sauce and sweet toasty almonds. I love this place!
� ...awful pizza and ridiculously overpriced...

There are many text classification tasks. In spam detection we assign an emailspam detection

to one of the two classes spam or not-spam. Language id is the task of determin-language id

ing what language a text is written in, while authorship attribution is the task ofauthorship

attribution

determining a text’s author, relevant to both humanistic and forensic analysis.



Historical story::
Logistic regression and early LLMs
1970s
IBM: world's leading speech recognition group
Predicting transcript using recently declassified 
statistical models



1990: They switch to text!

Reinvented logistic regression
Applied it as a classifier for machine translation

The Mathematics of Statistical Machine 
Translation: Parameter Estimation 

Peter E Brown* 
IBM T.J. Watson Research Center 

Vincent J. Della Pietra* 
IBM T.J. Watson Research Center 

Stephen A. Della Pietra* 
IBM T.J. Watson Research Center 

Robert L. Mercer* 
IBM T.J. Watson Research Center 

We describe a series o,f five statistical models o,f the translation process and give algorithms,for 
estimating the parameters o,f these models given a set o,f pairs o,f sentences that are translations 
o,f one another. We define a concept o,f word-by-word alignment between such pairs o,f sentences. 
For any given pair of such sentences each o,f our models assigns a probability to each of the 
possible word-by-word alignments. We give an algorithm for seeking the most probable o,f these 
alignments. Although the algorithm is suboptimal, the alignment thus obtained accounts well for 
the word-by-word relationships in the pair o,f sentences. We have a great deal o,f data in French 
and English from the proceedings o,f the Canadian Parliament. Accordingly, we have restricted 
our work to these two languages; but we,feel that because our algorithms have minimal linguistic 
content they would work well on other pairs o,f languages. We also ,feel, again because of the 
minimal linguistic content o,f our algorithms, that it is reasonable to argue that word-by-word 
alignments are inherent in any sufficiently large bilingual corpus. 

1. Introduct ion 

The growing availability of bilingual, machine-readable texts has stimulated interest 
in methods for extracting linguistically valuable information from such texts. For ex- 
ample, a number of recent papers deal with the problem of automatically obtaining 
pairs of aligned sentences from parallel corpora (Warwick and Russell 1990; Brown, 
Lai, and Mercer 1991; Gale and Church 1991b; Kay 1991). Brown et al. (1990) assert, 
and Brown, Lai, and Mercer (1991) and Gale and Church (1991b) both show, that it is 
possible to obtain such aligned pairs of sentences without inspecting the words that 
the sentences contain. Brown, Lai, and Mercer base their algorithm on the number of 
words that the sentences contain, while Gale and Church base a similar algorithm on 
the number of characters that the sentences contain. The lesson to be learned from 
these two efforts is that simple, statistical methods can be surprisingly successful in 
achieving linguistically interesting goals. Here, we address a natural extension of that 
work: matching up the words within pairs of aligned sentences. 

In recent papers, Brown et al. (1988, 1990) propose a statistical approach to ma- 
chine translation from French to English. In the latter of these papers, they sketch an 
algorithm for estimating the probability that an English word will be translated into 
any particular French word and show that such probabilities, once estimated, can be 
used together with a statistical model of the translation process to align the words 
in an English sentence with the words in its French translation (see their Figure 3). 

* IBM T.J. Watson Research Center, Yorktown Heights, NY 10598 

(~) 1993 Association for Computational Linguistics 

A Maximum Entropy Approach 
to Natural Language Processing 

A d a m  L. Berger t 
Columbia University 

Vincent  J. Della Pietra ~ 
Renaissance Technologies 

S tephen  A. Della Pietra ~ 
Renaissance Technologies 

The concept of maximum entropy can be traced back along multiple threads to Biblical times. Only 
recently, however, have computers become powerful enough to permit the widescale application 
of this concept to real world problems in statistical estimation and pattern recognition. In this 
paper, we describe a method for statistical modeling based on maximum entropy. We present 
a maximum-likelihood approach for automatically constructing maximum entropy models and 
describe how to implement this approach efficiently, using as examples several problems in natural 
language processing. 

1. Introduction 

Statistical modeling addresses the problem of constructing a stochastic model to predict 
the behavior of a random process. In constructing this model, we typically have at our 
disposal a sample of output from the process. Given this sample, which represents an 
incomplete state of knowledge about the process, the modeling problem is to parlay 
this knowledge into a representation of the process. We can then use this representation 
to make predictions about the future behavior about the process. 

Baseball managers (who rank among the better paid statistical modelers) employ 
batting averages, compiled from a history of at-bats, to gauge the likelihood that a 
player will succeed in his next appearance at the plate. Thus informed, they manipu- 
late their lineups accordingly. Wall Street speculators (who rank among the best paid 
statistical modelers) build models based on past stock price movements to predict to- 
morrow's fluctuations and alter their portfolios to capitalize on the predicted future. 
At the other end of the pay scale reside natural language researchers, who design 
language and acoustic models for use in speech recognition systems and related ap- 
plications. 

The past few decades have witnessed significant progress toward increasing the 
predictive capacity of statistical models of natural language. In language modeling, for 
instance, Bahl et al. (1989) have used decision tree models and Della Pietra et al. (1994) 
have used automatically inferred link grammars to model long range correlations in 
language. In parsing, Black et al. (1992) have described how to extract grammatical 

* This research, supported in part by ARPA under grant ONR N00014-91-C-0135, was conducted while 
the authors were at the IBM T. J. Watson Research Center, P.O. Box 704, Yorktown Heights, NY 10598 

t Now at Computer Science Department, Columbia University. 
:~ Now at Renaissance Technologies, Stony Brook, NY. 

© 1996 Association for Computational Linguistics 



1992 IBM team switches to language modeling

They realize that a language model is just 
classifying the context into possible next 
words



1993, predicting more than words

Realized predicting words was like 
predicting the stock market.
Peter Brown, Robert Mercer, Stephen and 
Vincent della Pietra leave to join a tiny 
new hedge fund called Renaissance
Predict tiny changes in the market based 
on context
Became most successful fund in history



Today's Lab

1. Get solid intuitions about the sigmoid
◦ In addition to being the core of LR
◦ Sigmoid is also the basis of softmax, which is how 

LLMs produce probabilities

2. Get solid intuitions about gradient descent
3. Think about the ethics of classification, 

and especially about thresholds



Reminder: Classification with sigmoid

Each feature xi weight wi tells us importance of xi

Score: sum the weighted features and the bias

If this sum is high, we say y=1; if low, then y=0

5.1 • CLASSIFICATION: THE SIGMOID 3

is “positive sentiment” versus “negative sentiment”, the features represent counts
of words in a document, and P(y = 1|x) is the probability that the document has
positive sentiment, while and P(y = 0|x) is the probability that the document has
negative sentiment.

Logistic regression solves this task by learning, from a training set, a vector of
weights and a bias term. Each weight wi is a real number, and is associated with one
of the input features xi. The weight wi represents how important that input feature is
to the classification decision, and can be positive (meaning the feature is associated
with the class) or negative (meaning the feature is not associated with the class).
Thus we might expect in a sentiment task the word awesome to have a high positive
weight, and abysmal to have a very negative weight. The bias term, also called thebias term
intercept, is another real number that’s added to the weighted inputs.intercept

To make a decision on a test instance— after we’ve learned the weights in
training— the classifier first multiplies each xi by its weight wi, sums up the weighted
features, and adds the bias term b. The resulting single number z expresses the
weighted sum of the evidence for the class.

z =

 nX

i=1

wixi

!
+b (5.2)

In the rest of the book we’ll represent such sums using the dot product notation fromdot product

linear algebra. The dot product of two vectors a and b, written as a ·b is the sum of
the products of the corresponding elements of each vector. Thus the following is an
equivalent formation to Eq. 5.2:

z = w · x+b (5.3)

But note that nothing in Eq. 5.3 forces z to be a legal probability, that is, to lie
between 0 and 1. In fact, since weights are real-valued, the output might even be
negative; z ranges from �• to •.

Figure 5.1 The sigmoid function y= 1
1+e�z takes a real value and maps it to the range [0,1].

Because it is nearly linear around 0 but has a sharp slope toward the ends, it tends to squash
outlier values toward 0 or 1.

To create a probability, we’ll pass z through the sigmoid function, s(z). Thesigmoid

sigmoid function (named because it looks like an s) is also called the logistic func-
tion, and gives logistic regression its name. The sigmoid has the following equation,logistic

function
shown graphically in Fig. 5.1:

y = s(z) =
1

1+ e�z (5.4)
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How to make a probability from z

Use a function of z that goes from 0 to 1
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To create a probability, we’ll pass z through the sigmoid function, s(z). Thesigmoid

sigmoid function (named because it looks like an s) is also called the logistic func-
tion, and gives logistic regression its name. The sigmoid has the following equation,logistic

function
shown graphically in Fig. 5.1:

y = s(z) =
1

1+ e�z =
1

1+ exp(�z)
(5.4)

(For the rest of the book, we’ll use the notation exp(x) to mean ex.) The sigmoid
has a number of advantages; it takes a real-valued number and maps it into the range
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is “positive sentiment” versus “negative sentiment”, the features represent counts
of words in a document, and P(y = 1|x) is the probability that the document has
positive sentiment, while and P(y = 0|x) is the probability that the document has
negative sentiment.

Logistic regression solves this task by learning, from a training set, a vector of
weights and a bias term. Each weight wi is a real number, and is associated with one
of the input features xi. The weight wi represents how important that input feature is
to the classification decision, and can be positive (meaning the feature is associated
with the class) or negative (meaning the feature is not associated with the class).
Thus we might expect in a sentiment task the word awesome to have a high positive
weight, and abysmal to have a very negative weight. The bias term, also called thebias term
intercept, is another real number that’s added to the weighted inputs.intercept

To make a decision on a test instance— after we’ve learned the weights in
training— the classifier first multiplies each xi by its weight wi, sums up the weighted
features, and adds the bias term b. The resulting single number z expresses the
weighted sum of the evidence for the class.

z =

 nX

i=1

wixi

!
+b (5.2)

In the rest of the book we’ll represent such sums using the dot product notation fromdot product

linear algebra. The dot product of two vectors a and b, written as a ·b is the sum of
the products of the corresponding elements of each vector. Thus the following is an
equivalent formation to Eq. 5.2:

z = w · x+b (5.3)

But note that nothing in Eq. 5.3 forces z to be a legal probability, that is, to lie
between 0 and 1. In fact, since weights are real-valued, the output might even be
negative; z ranges from �• to •.

Figure 5.1 The sigmoid function y= 1
1+e�z takes a real value and maps it to the range [0,1].

Because it is nearly linear around 0 but has a sharp slope toward the ends, it tends to squash
outlier values toward 0 or 1.

To create a probability, we’ll pass z through the sigmoid function, s(z). Thesigmoid

sigmoid function (named because it looks like an s) is also called the logistic func-
tion, and gives logistic regression its name. The sigmoid has the following equation,logistic

function
shown graphically in Fig. 5.1:

y = s(z) =
1

1+ e�z (5.4)
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Summary of logistic regression:

We compute w∙x+b
Pass it through sigmoid function:

                σ(w∙x+b)
And we'll treat it as a probability



Turning a probability into a classifier

0.5 here is called the decision boundary 
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4.3 Classification with Logistic Regression

The sigmoid function from the prior section thus gives us a way to take an instance
x and compute the probability P(y = 1|x).

How do we make a decision about which class to apply to a test instance x? For
a given x, we say yes if the probability P(y = 1|x) is more than .5, and no otherwise.
We call .5 the decision boundary:decision

boundary

decision(x) =

⇢
1 if P(y = 1|x)> 0.5
0 otherwise

Let’s have some examples of applying logistic regression as a classifier for language
tasks.

4.3.1 Sentiment Classification

Suppose we are doing binary sentiment classification on movie review text, and
we would like to know whether to assign the sentiment class + or � to a review
document doc. We’ll represent each input observation by the 6 features x1 . . .x6 of
the input shown in the following table; Fig. 4.2 shows features in a sample mini test
document.

Var Definition Value in Fig. 4.2
x1 count(positive lexicon words 2 doc) 3
x2 count(negative lexicon words 2 doc) 2

x3

⇢
1 if “no” 2 doc
0 otherwise 1

x4 count(1st and 2nd pronouns 2 doc) 3

x5

⇢
1 if “!” 2 doc
0 otherwise 0

x6 ln(word+punctuation count of doc) ln(66) = 4.19

 It's hokey . There are virtually no surprises , and the writing is second-rate . 
So why was it so enjoyable  ? For one thing , the cast is
 great . Another nice touch is the music . I was overcome with the urge to get off
 the couch and start dancing .  It sucked me in , and it'll do the same to you  .

x1=3 x6=4.19

x3=1

x4=3x5=0

x2=2

Figure 4.2 A sample mini test document showing the extracted features in the vector x.

Let’s assume for the moment that we’ve already learned a real-valued weight
for each of these features, and that the 6 weights corresponding to the 6 features
are [2.5,�5.0,�1.2,0.5,2.0,0.7], while b = 0.1. (We’ll discuss in the next section
how the weights are learned.) The weight w1, for example indicates how important
a feature the number of positive lexicon words (great, nice, enjoyable, etc.) is to



Reminder: gradient descent for learning 
weights



Reminder: gradient descent for learning 
weights

Cross-entropy loss function: distance between !𝒚	and y
We want to know how far is the classifier output:
                  $𝑦	= σ(w·x+b)

from the true output:
                   y        [= either 0 or 1]

We'll call this difference:
                      L( !𝑦	,y) = how much !𝑦 differs from the true y 



Goal of learning

We want to move the weights
To minimize the loss function L( !𝑦	,y) .



Let's visualize for a single scalar w
Q: Given current w, should we make it bigger or smaller?
A: Move w in the reverse direction from the slope of the function 

w

Loss

0
w1 wmin

(goal)

Should we move
 right or left from here?



w

Loss

0
w1 wmin

slope of loss at w1 
is negative

(goal)

Let's visualize for a single scalar w
Q: Given current w, should we make it bigger or smaller?
A: Move w in the reverse direction from the slope of the function 

So we'll move positive



w

Loss

0
w1 wmin

slope of loss at w1 
is negative

(goal)

one step
of gradient

descent

Let's visualize for a single scalar w
Q: Given current w, should we make it bigger or smaller?
A: Move w in the reverse direction from the slope of the function 

So we'll move positive


