Note to other teachers and users of these slides: \We would be delighted if you found our
material useful for giving your own lectures. Feel free to use these slides verbatim, or to modify
them to fit your own needs. If you make use of a significant portion of these slides in your own
lecture, please include this message, or alink to our web site: htip://cs224w.Stanford.edu
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Announcements

Homework 3 and Colab 6 due today (2/19)
Colab 7 is released (due 2/26)
Homework 4 will be released today (due 3/5)

Homework 2, Colab 3 &4 grades will be
released by next Monday
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Deep Learning Revolution
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Deep Learning Revolution

These breakthroughs are fueled by Transformers
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Deep Learning Revolution

These breakthroughs are fueled by Data

Theresa May v Brussels
Ten years on: banking after the crisis
L0 S L0N 00D EA M  South Kores's unfinished revolution
Biology, but without the cells

AT AR Y

The world's most
valuable resource
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order_id

Data stored in Relational Databases
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Predictions on Relational Data

Which products will a user
purchase in the next 7
days?

Will an active user churn
in the next 90 days?

What will be the total
sales for each productin
the next 30 days?
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Predictions on Relational Data

What will be the loan
outcome (good vs bad)?
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redictions on

Will a patient return if
discharged from the
hospital?

Which hospital
admissions have greatest
risk to life in the next 24
hours
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Relational Data

noteavents
admissions oW inta{10]
row_id ™ subject_id int4[10)
T [
chartda imestamp)
hadm_d — charttime timestamp(22]
admittime storetime timestamp(22]
dischtime category varchar[50]
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<3 651,047 rows 0>
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Doing Al is slow & complex

Input data cleaning, Target label Feature ANE TG
: : : : : hyperparameter ML Ops
curation engineering engineering search

- /
hd

6-12 months of time for a team of data scientists,
data engineers and product engineers
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Impedance Mismatch

Goal: Learn a user churn model based on their sales,
purchased products and browsing behavior

Sales sum #orders
#monthl .
Y weekly relative to Label
D sales . .
Users prodicts & item price Sunday
Product_ID \n
ID ‘ Product_ID <@
Session_ID o
User_ID e
Price Views gg
Sessions D Lu
ID Product_ID
User_ID Session_ID
Features

Features are chosen arbitrarily (e.g., aggregations, time windows)
Only a limited set of data is used
Issues with point-in-time correctness/information leakage

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 13



Key Question

How to leverage the data without going through
the longest duration tasks (extraction,
transformation, loading)?

We want ML algorithms that can
process data in its natural form!
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Example from Computer Vision
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Classifier CAR

Feature
detector

Classical computer vision: hand-crafted features (e.g. SIFT)

+ simple classifier (e.g. SVM)

o
& [Nhiffv';r'k v } = CAR

Modern computer vision: data-driven end-to-end systems

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 15



Why is ML stuck in the past?

Today we want to design deep learning
models that operate on relational tables
But modern deep learning toolbox is designed

for different type of inputs

Doubt thou the stars are fire,
Doubt that the sun doth mave,

Doubt truth to be a liar,
But never doubt I leve...

Text
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Images
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Some have tried

(Custumurs ) ( Task Table ] Customers )
| l('mluuwrll) .
Name Transactions ) A
Task Table | Address | m
Target < Customer 1D
Timestamp - N Timestamp Transactions
Customer 1D = Ll —< Product 1D Products
Product 1D HY Iprce [ ) |
Product Name - ./
Description - |- ]
Weight "Target": 1}

Figure 1: Process of constructing a single example for LLM-based inference.

Tackling prediction tasks in relational databases with LL.Ms

Marek Wydmuch* ' Lukasz Borchmann* Filip Gralinski**
* Snowflake Al Research
{first-name }.{last-name } @ snowflake.com
t Poznan University of Technology / Poznari, Poland
¥ Adam Mickiewicz University / Poznaf, Poland
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Prompt

"Necklace product_group_name": "Accessories", "graphical_af _no": 1010009, "graphical_appearance_name": "Glittering/Metallic®, "colour_group_code": 5, “colour_group_name": "Go
"department_no": 7020, "department_name": "Conscious Exclusive”, "index_code": "A", "index_name": "Ladieswear", "index_group_no": 1, "index_group_name": "Ladieswear", "section_no": 82, "
made from recycled metal. Chain pendant with a sparkly stone at the bottom and a tear-shaped pendant covered in spar“}]}, {"t_dat": "2019-11-25T00:00:00", "customer_id": 198761, "article_id": 6
"age": 32.0, "postal_code": "7b4c17acca9c3033b5defe8alc9eb7b647182d9851dbf92dbf4db3e0e95cb051", "add_transactions”: [{*t_dat": "2020-05-04T00:00:00", "customer_id": 198761, "article_
"product_type_name": "Trousers", "product_group_name": "Garment Lower body", "graphical_appearance_no": 1010023, "graphical_appearance_name": "Denim", "colour_group_code": 71, “coloi
"perceived_colour_master_name": "Blue”, "department_no": 1722, "department_name": "Trouser", "index_code": "A", "index_name": "Ladieswear", "index_group_no": 1, "index_group_name": "Lac
"5-pocket jeans in washed, superstretch denim with a regular waist, zip fly and button, and skinny legs."}]}, {"t_dat": "2019-11-29T00; , "customer_id": 1348061, "article_id": 68191, "price": 0.
"postal_code": "be5edf195dda1c9409d9c9cc3d32421cc86039819bd20b82bdf6f384660f81d7", "add_transactions”: [{"t_dat": "2020-04-11T00:00:00", “customer_id": 1348061, "article_id": 83968
“product_type_name": "Shirt", "product_group_name": "Garment Upper body", “graphical_appearance_no": 1010001, "graphical_appearance_name": "All over pattern”, "colour_group_code":
“perceived_colour_master_name": "White", "department_no": 7657, "department_name": "Kids Boy Shirt*, "index_code": "H", "index_name" hildren Sizes 92-140", "index_group_no": 4, 'index,
"Short-sleeved shirt in a cotton weave with a collar, buttons down the front, yoke at the back, and a gently rounded hem."}, {"t_dat": "2020-07-15T00:00:00", "customer_id": 1348061, "article_id": 9
“Blouse", "product_group_name": "Garment Upper body", “graphical_appearance_no": 1010016, "graphical_appearance_name": "Solid", “colour_group_code": 10, "colour_group_name": "White",
“department_no": 1522, "department_name": "Blouse", "index_code": "A", "index_name": “Ladieswear", "index_group_no": 1, "index_group_name": “Ladieswear", "section_no": 15, "section_name
opening at the back with ties at the back of the neck and short, elasticated puff sleeves."}]}, {"t_dat": "2019-12-11T00:00:00", "customer_id": 556304, "article_id": 68191, "price": 0.0338813559322
"6e439ff990d5fc96831fbd32d49825cdc6cb3426c842d7ee0850e109389fd3c9”, "add_transactions": [{"t_dat": "2020-03-09T00:00:00", "customer_id": 556304, "article_id": 76457, "price": 0.016932
"product_group_name": “Garment Upper body", “graphical_appearance_no": 1010016, "graphical appearance name": "Solid", "colour_group_code": 9, "colour_group_name": "Black", "perceived
1676, "department_name": "Jersey Basic", "index_code": "A", "index_name": “Ladieswear", "index_group_no": 1, "index_group_name": "Ladieswear", "section_no": 16, "section_name": "Womens
a polo neck and long sleeves."}, {"t_dat": "2020-03-09T00:00:00", "customer_id": 556304, "article_id pi ": 2, "product_code": 785018, "prod._
1010016, "graphical_appearance_name": "Solid", "colour_group_code": 33, "colour_group_name": "Dark Orange "perceived_colour_value_id": 2, "perceived_colour_value_name": “Medium Dusty
"A", "index_name": "Ladieswear", "index_group_no": 1, "index_group_name": "Ladieswear", "section_no": 16, "section_name": "Womens Everyday Basics", "garment_group_no": 1002, "garment_¢
"2020-03-09T00:00:00", "customer_id": 556304, "article_id": 92998, "price": 0.0254067796610169, "sales_channel_id": 2, "product_code": 856109, "prod_name": "Sweaty", "product_type_no": 27.
"Solid", "colour_group_code": 9, "colour_group_name": "Black", "perceived_colour_value_id": 4, "perceived_colour_value_name": "Dark", "perceived_colour_master_id": 5, "perceived_colour_mast
s ", "section_no": 16, "section_name": "Womens Everyday Basics", "garment_group_no": 1002, garment _group_name": "Jersey Basic", "detail desc": “Trousers in
"2019-09-25T00:00:00", “customer_id": 179592, “article_id": 68191, "price": 0.0338813559322033, "sales_channel_id": 2, "FN 1
customer_id": 1067378, "article_id": 68191, "price": 0.0338813559322033, "sales_channel_id": 2, "FN": : *, "fashion_new
"2020-01-06T00:00:00", "customer_id": 50910, "article id": 68191, "price": 0.0338813559322033, "sales_channel_id": 2, "FN" uII "Active": null, "club, member_status" CTIVE", "fashlon news.
"2020-07-09T00:00:00", “customer_id": 1063111, “article_id": 68191, "price": 0.0237118644067796, "sales_channel_id": 2, "FN": 1.0, "Active": 1.0, "club_member_status": "ACTIVE", "fashion_new
[{"t_dat": "2019-09-30T00:00:00", "customer_id": 1063111, "article_id": 76458, "price": 0.0169322033898305, "sales_channel_id": 2, "product_code": 785018, "prod_name": "Shenzi LP", "product
"graphical_appearance_name": "Solid", "colour_group_code": 93, "colour_group_name": "Dark Green", "perceived_colour_value_id": 2, "perceived_colour_value_name": "Medium Dusty", "perceive
"index_name": “Ladieswear", "index_group_no": 1, "index_group_name": "Ladieswear", "section_no": 16, "section_name": "Womens Everyday Basics", "garment_group_no": 1002, "garment_grouf
"2019-11-29T00:00:00", "customer_id": 418521, "article_id": 68191, "price": 0.0271016949152542, "sales_channel_id": 2, "FN": null, "Active": null, "club_member_status": "ACTIVE", "fashion_new:
"2019-10-06T00:00:00", "customer_id": 935373, "article_id": 68191, "prics .0338813559322033, "sales_channel_id": 2, "FN": 1.0, "Active": 1.0, "club_member_status": "ACTIVE", "fashion_news
[("Ldal": "2020-07-14T00:00:00", "customer_id": 935373, "article_id": 99599, "price": 0,0249999999999999, “"sales_channel_id": 2, "product_code": 885624, "pvod,name': “"salt ss", "product_type
"graphical_appearance_ name "Solid", "colour_group_code": "colour_group_name": "White", "perceived_colour_value_id": 3, "perceived_colour_value_name": "Light", perceived colour_mast
"Divided", "index_group_no": 2, "index_group_name": "Divided", "section_no": 53, "section_name": "Divided Collection”, "garment_group_no": 1005, "garment_group_name": "Jersey Fancy", "det:
{"t_dat": "2020-02-08T00:00:00", "customer_id": 935373, "amcle id": 88302, "price": 0.0146779661016949, "sales_channel_id": 1, "product_code": 832361, "prod_name": "Mona", “product_type
"Solid", "colour_group_code": 12, “colour_group_name": “Light Beige", "perceived_colour_value_id": 1, " evcelved,colour,value,name": "Dusty Light", "perceived_colour_master_id": 11, "perceive
"index_group_no": 1, "index_group_name": "Ladieswe: "section_no": 15, "section_name": "Womens Everyday Collection", "garment_group_no": 1005, "garment_group_name": "Jersey Fancy",
91510, "price": 0.008457627118644, "sales_channel_id": 2, "product_code": 849747, "prod_name": "Fashion offer Reymond 2PCS set", “product_type_no": 270, "product_type_name": "Garment £
“colour_group_name": "Light Yellow", “perceived_colour_value_id": 7, "perceived_colour_value_name": “Medium", “perceived_colour_master_id": 8, "perceived_colour_master_name": "Yellow", "d¢
“index_group_name": "Baby/Children", "section_no": 41, "section_name": "Baby Boy", "garment_group_no": 1005, "garment_group_name": "Jersey Fancy", "detail_desc": "Set with a vest top and
"customer_id": 935373, "article_id": 40589, "price": 0.0338813559322033, "sales_channel_id": 2, "product_code": 665089, "prod_name": "Carla culotte", "product_type_no": 272, "product_type_n¢
"colour_group_code": 9, “colour_group_name": "Black”, "perceived_colour_value_id": 4, "perceived_colour_value_name": "Dark", "perceived_colour_master_id": 5, "perceived_colour_master_name¢
"Lad|eswaar "section_no": 15, "section_name": "Womens Everyday Collection", "garment_group_no": 1005, "garment_group_name": "Jersey Fancy", "detail_desc": "Wide, |
254067796610169, "sales_channel_id": 2, "product_code": 821148, "prod_name": "Corrine", "product_type_no": 258, "product_type_name": "Blouse", "proc
"perceived_colour_value, , "perceived_colour_value_name": "Light", "perceived_colour_master. 3, "perceived_colour_master_nam ‘Orange", "dej}
"section_no": 15 "section_name": "Womens Everyday Collection”, "garment_group_no*": 1010, "garment_group_name": "Blouses", "detail_desc": "Fitted blouse in a crépe weave with elastication ¢
935373, "article_id": 82772, "price": 0.0169322033898305, "sales_channel_id": 2, "product_code": 809874, "prod_name": "Simona*, "product_type_no": 254, "product_type_name": “Top", "produc
“colour_group_name": "White", "perceived_colour_value_id": 3, "perceived_colour_value_name": "Light", "perceived_colour_master_id": 9, "perceived_colour_master_name": "White", "department
"section_no": 15, "section_name": "Womens Everyday Collection", "garment_group_no": 1005, "garment_group_name": "Jersey Fanc: 'detail_desc": "Shorter, fitted top in ribbed cotton jersey wil
"sales_channel_id": 2, "product_code": 662948, "prod_name": "Osman (1)", "product_type_no": 252, "product_type_name": "Sweater", "product_group_name": "Garment Upper body", "graphical
“"perceived_colour_value_id": 2, "perceived_colour_value_name": "Medium Dusty", "perceived_colour_master_id": 13, "perceived_colour_master_name": "Brown", "department_no": 1626, "departn
"section_name": "Womens Everyday Collection", "garment_group_no": 1003, "garment_group_name": "Knitwear", "detail_desc": "Shorter polo-neck jumper in a rib knit containing some wool with ¢
“price": 0.0677796610169491, "sales_channel_id": 2, "product_code": 763660, “prod_name": “Premium Poofs down jkt (PQ)", "product_type_no": 262, "product_type_name": “Jacket", "product_gi
"colour_group_name": "Greenish Khaki", "perceived_colour_value_id": 4, "perceived_colour_value_name": "Dark", "perceived_colour_master_id": 20, "perceived_colour_master_name": "Khaki gree
"index_group_name": "Baby/Children", "section_no": 41, "section_name": "Baby Boy", "garment_group_no": 1007, "garment_group_name": "Outdoor”, "detail_desc": "Jacket in woven fabric with
“"customer_id": 935373, "article_id": 83620, "price": 0.0406610169491525, "sales_channel_id": 2, "product_code": 812683, "prod_name": "Notting Hill*, "product_type_no": 265, "product_type_nan
“colour_group_code": 12, "colour_group_name": "Light Beige", "perceived_colour_value_id": 1, "perceived_colour_value_name": "Dusty Light", "perceived_colour_master_id": 11, "perceived_colou
"index_group_name": "Ladieswear", "section_no": 15, "section_name": *"Womens Everyday Collection”, "garment_group_no": 1013, "garment_group_name": "Dresses Ladies", "detail_desc": "Long
"2019-10-06T00:00:00", "customer_id": 935373, "article_id": 67942, "price": 0.0338813559322033, "sales_channel_id": 2, "product_code": 752814, "prod_name": "Milk RW slack", "product_type_r
"graphical appearance_name": "Check", "colour_group_code": 9, "colour_group_name": "Black", “perceived_colour_value_id": 4, "perceived_colour_value_name": "Dark", "perceived_colour_mast
"index_group_no": 1, "index_group_name": “Ladieswear”, "section_no": 15, "section_name": "Womens Everyday Collection”, "garment_group_no": 1009, "garment_group_name": "Trousers", "deta
{"t_dat": "2019-11-28T00:00:00", "customer_id": 140496, "article_id": 68191, "price": 0.0338813559322033, "sales_channel "FN": null, "Active": null, "club_member_status": "ACTIVE", "fash
"2019-12-02T00:00:00", "customer_id": 1062052, "article_id": 68191, "price": 0.0231525423728813, "sales_channel_id": 2, "FN": 1.0, "Active": 1.0, "club_member_status": "ACTIVE", "fashion_new
[( timestamp”: "2020- 06 08T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2020-05-18T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2019-12-16T00:00:00", "article_id":
"sales": 0.0}, {"timestamp 020-03-30T00:00: article_id": 68191, "sales": 0.0}, {"timestamp": "2019-10-14T00:00: article_id": 68191, "sales": 0.0}, {"timestamp*: "2020-08-03T00:00:00"
68191, "sales": 0.0}, {"timestamp": "2019-12-23T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2019-11-11T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp*: "2020-08-31T0C
"2020-03-16T00:00:00", "article_id": 68191, "sales": 0.0237118644067796}, {"timestamp": "2020-07-27T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2020-07-06T00:00:00", "article_
“article_id": 68191, "sales": 0.0}, {"timestamp": "2020-06-01T00:00:00", "article_id": 68191, "sales": 0.0237118644067796}, {"timestamp": "2020-06-22T00:00:00", "article_id": 68191, "sales": 0.0},
"2020-02-17T00:00:00", “article_id": 68191, "sales": 0.0}, {"timestamp": "2020-02-03T00:00:00", “article_id": 68191, "sales": 0.0}, {"timestamp": “2020-02-10T00:00:00", “article_id": 68191, "sales"
0.0338813559322033}, {"timestamp": "2019-11-25T00:00:00", "article_id": 68191, "sales": 0.17918644067796569}, {"timestamp": "2020-03-02T00:00:00", "article_id": 68191, "sales": 0.0}, {"timest
{"timestamp": "2020-08-10T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2019-11-04T00:00:00", "article_id": 68191, “sales": 0.0338813559322033}, {"timestamp": "2020-08-17T00:0
"article_id": 68191, "sales": 0.0}, {"timestamp": "2019-10-28T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "2019-10-21T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "20:
"2019-09-30T00:00:00°", "article_id": 68191, "sales": 0.0338813559322033}, {"timestamp": “2019-11-18T00:00:00", “article_id": 68191, "sales": 0.0322881355932203}, {"timestamp": "2019-09-09T
“article_id": 68191, "sales": 0.0}, {"timestamp": "2020-01-20T00:00:00", “article_id": 68191, “sales": 0.0}, {"timestamp": "2020-04-27T00:00:00", "article_id": 68191, "sales": 0.0}, {"timestamp": "20:
"2019-12-09T00:00:00", “article_id": 68191, "sales": 0.0338813559322033}, {" nmes(amp” "2019-10-07T00:00:00", “article_i 68191, "sales": 0.0}, {"timestamp": "2020-01-06T00:00:00", "article_

", "fashion_news

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 19



Why not LLMs?

LLMs are not trained to understand and
effectively learn from the relational
nature of Databases

Database prediction is NOT sequence
modeling

LLMs are NOT trained to predict the
future
Context size is limited

ts, http://cs246.stanford.edu



Stanford CS246:
Generalizing Deep Learning to
Databases




Deep Learning on Relational Tables

e
l—*,||'|'j
g

Prediction

i
IRt

o
®e ¢ ®
.....

Relational Deep
Learning
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What is RDL?

End-to-end deep learning on relational
tables (i.e., databases)

Works directly on relational tables, no
transformations, no feature engineering

Casts predictive tasks as graph
representation learning problems

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Impact and Consequences

More accurate models
(no feature engineering)

More robust models
(model-learned features automatically “update” over time)

Shorter time to models
(no mundane ETL work)

Simpler infrastructure
(no pipelines, no feature stores, etc.)

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 24



Related Work: Tabular ML

Great for building Iy
models on one table sl s
But most data is not - -

in a single table!
Deep learning is not dominant:

Hypothesis: Because single table already contains
features engineered from other tables (loss of
information)

RDL accounts for relations between
multiple tables, unlike tabular ML!

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Stanford CS246:
Relational Deep Learning




Insight: A Data i1s a graph!

Sales

ID
Users Products

Product_ID

Product_ID
Session_ID
User_ID

Price

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 27



A Database is a graph!

Product_ID
Session_ID
User_ID

Price

$80
| ~—

n &) $15

o &) $20
P
~ & $20

$80
ow ‘@ S80
o
-+ 4n 815
S="
Users Sales

Products

Product_ID

|

Products
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Just do ML on a Graph!

ML in the language of
Users = D Products
gra p hS : ID :::j:r:_:g Product_ID
= Node-level: ok
Price
= Churn
= Life-time value
= Next best action
. $20 [63
= Link-level: O -
e S80
=  Product affinity (\ ey
o 15
=  Recommendations A D °
~ 2 =
" Graph-level: o
80
=  Fraud, money [ z
laundering '; = “
- . an $15
Users Sales Products

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Graph ML Problem Solving Pipeline

Relational DBJ@Graph Problem

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Stanford CS246:
Relational Database Graph




Databases

Real-world data are stored in databases

) Transaction Table
Transaction

(5)=h
Ok

\
— -
. @ 100 51 345 $1000 171028100
1
User Product

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 32



Relational Databases

Databases are often relational

Transaction Table

Transaction

-~ -

/
/ 100 51 345 $1000 171028100 ‘\
] 1 ‘|
—) ' ;
' " rrl 'l Erl mewm l
. : User Table Product Table :
\ '
User Product \ :
\ p
\ /
b 51 Male 345 Bike 4

Relational databases as heterogeneous graphs

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 33



Mathematically...

Transaction Table

- -
/

’ 100 51 345 $1000 171028100 ‘\
] \
' 1 \
' \
' ) e s e s l
: User Table Product Table :
\ '
\ '
\ !
\ ]
\ )
\ 51 Male 345 Bike «

A database is a set of tables 7 = {711, ..., Tx} and

Links between tables £ C T X T

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Schema Graph

Bought which

i":‘i‘i Products ZTransactions s

ProductID TransactionlID Imeg-ld = L m
Description ProductID ' l =
mese R m] Co—
Size CustomerID custonmer_id integer Hem_id integer |—
a Customers Price

CustomerID

Name

The schema graph represents the high-level structure of the
heterogeneous graph

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Rel-trial Schema Graph

net_id £ 1 id &
,
:

facility_id £ ]
S

eligibilities.

id2

*

The schema graphs can be more complex

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Relational Entity Graph

Sales

Users = ID

Relational Entity Graph: 7 Product1D

Products

Product_ID
Session_ID

Create connections via User.I
Price
primary-foreign keys

o $20

ah $80 ﬁ
4

® - - =

$80

o L A J

$80

DEEREEE®

Ry $15
Users Sales

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu
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Mathematically...

Given database of tables 7 = {717,...,T,} and
relations L C T X 7T

Each table is a set of entitiesV € I possessing a
primary key and optional foreign keys

The relational entity graph is such that

The set of nodes is defined by all rows in all

tables  y, _ U 7a

TeT
The set of edges is defined by connecting two

entities U1, V2 whose primary and foreign
keys match

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Entities in Relational Entity Graph

Transaction Table

;7 100 51 1345 $1000 1710281001

/ '
h 1
p '
h '
| '
1

' User Table \ Product Table
] ]
\ ]
\ ]
\ 1
\\ \
- \

S1 Male - 345 Bike

Entities also have features (different than KGs)

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu
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Stanford CS246:
Predictive Tasks in Relational
Databases




Overview of the Approach

-

. - - __.\ ) .-::-' Products zTransactions
( How much will each ) ( Training Table Product_ID .—I_. Transaction_ID
customer buy in the ., Gather Training Targets 90-day Target S Description Product_ID
next 90 days? Ry ©  from Historical Data Customer_ID g TR Image Timestamp
| / : SeedTime #0-dday Target Size Customer_ID
. y i\
F e A User_ID @ .
'ﬁﬂ]’ S @ Customers
. Customer_ID
Name
(a) Define Tasks (b) Training Table Generation (¢) Link to Relational Tables

Next:
Define task(s)
Relational Deep Learning

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Defining a Task

Example: Predict whether a
user is going to churn in the

next 30 days?
Most tasks are temporal: o & D —
Product_ID
Customer’s label changes ? Session_ID il
over time e
Database changes over time
For every time, a feature
needs to be recomputed
TO deﬁne d taSk; we need . Temporal tasks as especially challenging
. because features are time dependent:
Entlty *  Forevery time, a feature needs to
be recomputed
l—a bEl * Entity’s label can change between
time steps

Time

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Defining a Task: Training Table

Training Table: A special table containing
training labels
(Entity ID, Time, Labels)
Classification, Regression, Multi-class

Time column is essential for temporal prediction
tasks

An entity may have different labels at different times
Only use information up to the time of label

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Defining a Task: Training Table

Training Table: A special table containing

training labels
(Entity ID, Time, Labels)

Classification, Regression, Multi-class

Training Table

99 10172024 1
99 10182024 1
100 10172024 1
100 10182024

: =

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Example: Churn

Sales

Schema: o

Product_ID

Products

- Product_ID
Session_ID

User_ID

Price

Example prediction task:
Predict whether a user is going to churn

Zero sales in the next 30 days.
Training table:

(User, Time, Churn_label)

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Relational Deep Learning

\

..::.' Products ZTransactions
Product_ID Transaction_ID
Description .—I_. Product_ID
Customer LTV Image Timestamp
90-day LTV Size Customer_ID
;J::;_Tlilr)ne & Customers frice

Customer_ID

Name

(a) Rel. Tables with Training Table

)

-
nlm,

t

=

-
0..

(c) Relational Entity Graph

HHN

Transactions Products

Sl St Bl

=™

Customer Customer LTV

2 — )

(b) Entities Linked by Foreign Keys

(d) Graph Neural Network

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Relational Entity Graph

Sales
. . Users = ID Products
Relational Entity Graph: 0 :d:g RS CEID
Create connections via oot
Price
primary-foreign keys
o $20
an $80
g
~N 520 e,
$80
| -
ow $80 “
o
- . i $15
Jsers Sales Products
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Connect the Training Table

Training labels together with timestamps are

May 23
June 23
May 23

June ‘23

June 23

April '23
May 23

June 23

Churn

Active

Churn

Active

Active

Active
Churn

Active

attached to the graph

$20
$80

$15

- >,

$80

sBo L A J

$15

- .
o
——
—
=

[ 2
REREEREEE

Products

(-
%)
(D
®
%)
o)
D
(M
n
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Stanford CS246:
Relational GNN




Relational Deep Learning

\

..::.' Products ZTransactions
Product_ID Transaction_ID
Description .—I_. Product_ID
Customer LTV Image Timestamp
90-day LTV Size Customer_ID
;J::;_Tlilr)ne & Customers frice

Customer_ID

Name

(a) Rel. Tables with Training Table

)

-
nlm,

t

=

-
0..

(c) Relational Entity Graph

HHN

Transactions Products

Sl St Bl

=™

Customer Customer LTV

2 — )

(b) Entities Linked by Foreign Keys

(d) Graph Neural Network
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GNN on the Entity Graph

Node’s neighborhood defines a computation graph

Nodes learn how to optimally use information from neighbors to
obtain enhanced node representations

g,
[ |
% = May 23| Churn « -% .
.:.;3, $80 e [
HEEE (=
@ s =S
CEEE) sso —
[ “ o
>, B o al:l:l
s =9 nes s - @ o= R
Users Sales Products (T . (o
(.

Entity Graph GNN computation graphs

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



GNNs on Temporal Graphs

m t=1 t=3 t=2>5
-—-E—' Products :Tranunlun ‘ a
ProductiD & Transaction|D
Description ég nnnnnnn
||||| Timestamp f - . - 1 q
Size L Customerl ] q - Q Q - Q q a
a e — Price
nnnnnnnnnn
i is
e ® & OO LOO®
(a) Schema Graph (b) Relational Entity Graph (c) Computation Graphs for different time ¢

The computation graph for each node is time-
dependent

Message+Aggregation becomes time-
dependent

Sampling over neighbors is time-dependent
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GNN vs Feature Engineering

GNN-based features: Hand-engineered features:
=
O =
-, &) VS [ SUM(TRANSACTIONS.Price) |AVG(TRANSACTIONS.Price) }
D:. .:. El:lj e over (-30, @) days over (-30, 0) days
[

GNN aggregation is learnable version of hand-crafted features!

GNNs give better performance by learning optimal features.

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



SQL joins vs. Graph edges

Definitions:
SELECT =*

FROM employee INNER JOIN department ON 1=1;

A table R is a set of entities R ={r,.., 1%}

* Each entity is a tuple nr; = (i1, iz, ) Tin)

Employee.LastName Employee.DepartmentiD A Department.DepartmentName | Department.DepartmentiD

. . . . . Rafferty 31 Sales 31
* Given two tables, R,S,a join operation is a s - e .
. Heisenberg 33 Sales 31

subset of a Cartesian product: smin & sais o
Robinson 34 Sales 31

Williams NULL Sales 31

Rafferty 31 Engineering a3

. . . . Jones 33 Engineering 33

* Aggregation will specify which rows are kept Hesenberg % Engieerng =
Smith 34 Engineering 33

Robinson 34 Engineering a3

Williams NULL Engineering 33

E X . 1 : C r,o S S Rafferty 31 Clerical 34
Jones 33 Clerical 34

J O j. n Employee table Department table Heisenberg 33 Clerical 34
LastName | DepartmentiD DepartmentID | DepartmentName Smith 34 Clerical 34

Ftaﬂ’erty 31 31 Sales Robinson 34 Clerical 34

Williams NULL Clerical 34

Jones 33 33 Engineering Rafferty 31 Marketing a5

Heisenberg 33 34 Clerical gones g3 Marksting 83

Heisenberg 33 Marketing <1

Robinson 34 35 Marketing — = Marketing =

Smith 34 Robinson 34 Marketing a5

Williams m Williams NULL Marketing 35

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 54



SQL joins vs. Graph edges

Connection between SQL Joins and graph edges

Ex.2: Inner SELECT employee.lLastName, employee.DepartmentID, department.DepartmentName
T FROM employee
Joln INNER JOIN department ON
R X S — {7" U S|T ERA S E S A Fun(r S)} employee.DepartmentID = department.DepartmentID;
)
Fun(r, S): r. pkey — s.fkey Employee.LastName | Employee.DepartmentiD | Department.DepartmentName
Robinson 34 Clerical
Jones 33 Engineering
Employee table Department table _ _
LastName | DepartmentlD | | DepartmentiD | DepartmentName Smith 34 Clerical
Rafferty 31 31 Sales Heisenberg 33 Engineering
Jones 33 33 Engineering Rafferty 31 Sales
Heisenberg 33 34 Clerical
Robinson 34 35 Marketing
Smith 34
Williams [NULL | S

1,if ;. pkey = s;. fkey
0, otherwise

R B¢

These are exactly
the pkey-fkey edges!

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 55



GNNs perform a JOIN+AGG

|T1F)l1t- USER_ID | VALUE DATE F— N
— &3, $20
- 0 & seo
) 2 15 01-01 (1’ i@i S20
3 20 01-02 —3
. = $80
3 80 01-03
D )~
GNN can learn: weN (v)

USER_ID | SUM(VALUE)

SELECT SUM(VALUE)
FROM SALES 1 80 Learnable Aggregation @

WHERE DATE > 01-01 ) 0 . t(t
GROUP BY USER_ID Temporal embedding ( w)

3 100 .
Fact representation Xw

Jure Leskovec, Stanford CS224W: Machine Learning with Graphs, http://cs224w.stanford.edu



Benefits of GNNs

GNNs learn how to

aggregate information:

They can discard neighboring
node information that is
irrelevant for the given
downstream task

They can detect fine-grained
patterns within local
neighborhoods (e.g., buying
behavior over the last year)

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu
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ID
User_ID

Sales

ID
Product_ID
Session_ID
User_ID

Price

Products [y

Product_ID

Views

ID
Product_ID

Session_ID
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Benefits of GNNs

GNNs exchange information
across training examples:

Instea d Of treati Ng €Xam ples How is the buying behavior of users that have

bought similar products?

as isolated, there now exists
an inter-dependency between /s,—\

entities (e.qg., users with s 2 D A
. . . Product_ID
similar features, users with i Session_ID Product D
similar behavior) ol =
Sessions D
1D Product_ID

GNN can use these features
to enrich an entity’s

representation How is the buying behavior of users that have looked
at similar products?

Session_ID

User_ID

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Benefits of GNNs

Training labels

Which user has bought which product?

Sales
\ Users = o Products
. . D Product_ID
Multi-hop reasoning across table s Product ID
boundaries can catch information User_ID
which is hard to pre-compute o o o
beforehand D
1D Product_ID
User_ID Session_ID

_—

How active was the user in the past?

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Benefits of GNNs

First-class temporal support:

Capture fine-grained relative and seasonal features via
temporal embeddings

Avoid data leakage via temporal sampling directly during
data loading

LT Available for
""" O T sampling
“T+1 T-1

Not available O
for sampling

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



Full Vision Described in Paper

Relational Deep Learning: Graph Representation
Learning on Relational Tables

Matthias Fey>", Weihua Hu>", Kexin Huang'-*, Jan Eric Lenssen>>", Rishabh Ranjan!",
Joshua Robinson'”*, Rex Ying*, Jiaxuan You’, Jure Leskovec!?

“Equal contribution. Listed in alphabetic order.

IStanford University
2Kumo.Al
3Max Planck Institute for Informatics
*Yale University
SUniversity of Illinois at Urbana-Champaign

Available at: https://relbench.stanford.edu
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2 RELBENCH

J RELATIONAL DEEP LEARNING BENCHMARK

Stanford CS246:
RELBENCH




Enabling Research on RDL

Relbench is more than just a collection of Databases

Relational
Databases

[

,r ~
RelBench

( RelBench )

Data, Task,
Graph Loaders

Your ;
' Relational DL
Model

]
—p

' :
' i AN
:\‘é"ﬁ' PyG KI; '

: I PyTorch Frame !

................

—

Automatically download datasets
Load database and task tables
Standardized evaluation protocol:

Prevents temporal leakage from test set

[ RelBench h

Evaluator

A

[ RelBench h

Leaderboard

Framework-agnostic data structures: use your favorite

ML stack!

2/19/2026

Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu
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PyF and PyG Integration

Load as a PyG graph

Train GNN end-to-end

Temporal neighbor sampling

Use PyTorch Frame to encode tables

IIT:I PyTorch Frame » PyG

f-‘

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu



RelBench Datasets

7 Diverse Datasets
E-Commerce Social
veree rel-amazon - rel-event
lo—o" « rel-avito « rel-stack

e rel-hm

Sports Medical

@ o rel-f1 A\ o rel-trial
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RelBench Datasets

Rich Schemas
[ ==
3 to 15 tables '
74k to 41M rows in a DB ' —
15 to 140 columns in a DB |
Time span from 2 weeks to 55 years rel-ra

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 66



RelBench Tasks

30 Real-World Predictive Tasks

Entity Classification Entity Regression Recommendation
 rel-amazon « rel-amazon  rel-amazon
- user-churn - user-ltv - user-item-purchase
- item-churn - item-ltv - rel-avito
- rel-stack . rel-avito - user-ad-visit
- user-badge - ad-ctr « rel-stack
* rel-trial . rel-f1 - user-post-comment
- study-outcome - driver-position - post-post-related

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 67



See website to get started

T RelBench: Relat eeple X v

€« C & relbench.stanford.edu h fr Ce@mA » & O0@ (update :

F~$ RELBENCH P e
4 RELBENCH

RelBench: Relational Deep Learning Benchmark
Open benchmark for machine learning over relational databases

Get Started Follow us on Twitter Join our Mailing List

“-.. ) RELBENCH

e car
J ‘ RELATIONAL DEEP LEARNING BENCHMARK

RelBench is currently in its beta testing phase, stay tuned for more updates!

<[> ale

Realistic Databases Flexible Data Loaders Evaluators
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Stanford CS246:
GNN vs expert Data Scientist




Expert Data Scientist

e Recruited Experienced Data Scientist

e § years in industry (specializing in financial databases)

e Responsible for full model building lifecycle  (more
detail next)

(Alejandro)
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Representative Relbench task

Stack Exchange Database

Q: Will a user be active in
the next 6 months?

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 72



Expert Data Scientist Workflow

Task: Will a user be active inthe next 6
months?

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 73



Expert Data Scientist Workflow

Manual work Task: Will a user be active inthe next 6

months?

Exploratory Data Analysis

2/19/2026 Jure Leskovec, Stanford CS246: Mining Massive Datasets, http://cs246.stanford.edu 74



Expert Data Scientist Workflow

Manual work Task: Willa user be active inthe next 6
months?
Exploratory Data Analysis ah
(EDA) >
Example observations
New Posts Dist. of Num Comments (per User) Dist. of Votes (by Post)
o l‘l'!lll‘ mI|||?|.I||||'|I|||||?l|0|| - - = ) 60 80 100
Activity is seasonal Comments follow power law Negative votes are infrequent
2/19/2026
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Expert Data Scientist Workflow

Manual work Task: Will a user be active inthe next 6

months?

Exploratory Data Analysis

Example features *

/ weeks_since_last_comment
Feature Ideation 0.5hr
bq{ge_score

Jécation_is_null
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Expert Data Scientist Workflow

Manual work Task: Will a user be active inthe next 6
months?

Exploratory Data Analysis ah
(EDA) > 1 create table churn_feats_train as
. with labels as (

Example features * A

badge_fregs as (

/ weeks_since last_comment ! e
Feature Ideation 0.5hr 9 Nane, N
b%e_score (mrrz:;;:;) / (sum(count(*)) over ()) as badge_incidence
group by Name
Jécation_is_null * o
badge_feats as (

select

labels.OwnerUserId as user_id,

SQL ue Writin Shr 8 labels.timestamp,
q ry g 9 coalesce(count(distinct badges.Id), 0) as num_badges,
20 coalesce(sum(log(1 / badge_freqs.badge_incidence)), @) as badge_scor:
from labels
left join badges
on
labels.OwnerUserId = badges.UserId
and labels.timestamp > badges.Date
left join badge_fregs
dges.Name = badge_freqs.Name
oy all
),

user_feats as (

100s of lines of code
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Expert Data Scientist Workflow

Manual work Task: Will a user be active in the next 6

months?

Exploratory Data Analysis

Example features *
/ weeks_since_last comment
Feature Ideation 0.5hr
bqﬁe_score
Jécation_is_null *
SQL query writing Shr
XGBoost hparam sweep 2hr
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Expert Data Scientist Workflow

Manual work Task: Will a user be active in the next 6

months?

Exploratory Data Analysis

Example features *
/ weeks_since_last comment
Feature Ideation 0.5hr
bqﬁe_score
Jécation_is_null *
SQL query writing Shr
XGBoost hparam sweep 2hr

B SHAP (feature importance analysis) 1hr
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SHAP feature importance analysis

High
weeks_since_last_comment ’— s
Selected Observations badge_score -
last g weeks ago *—0—
num_posts_commented ’—.—
last_a_weeks_ago —— -
o Website “seniority” predictive (total number of comments, num_badges A g
badge score etc.) location_is_null \—
about_me_length ‘ ———
e Time since last active / commented is predictive avg days since last post d
- - - - - Q
=
. . . . . ths_si t_creati S
e Completed bio (about me, location etc.) is predictive oS since accotnt creation t s
avg_num_negative_votes _q - %
e Number of positive/negative votes not predictive avg_body_length g r -
avg_title_length_q -
* Interacting with “senior” community members not last a num negative votes L
redictive o )
p avg_has_accepted_ans | ot
last_a_avg_comment_length r
avg_days_since _last_post_a L]
last a num_positive votes *
avg_num_distinct_commenters_q r
last_a_avg_commenter_badge_score Tt
Low

-10 -05 00 05 10 15
SHAP value (impact on model output)
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Final list of features

Laisol Carr. Label MI Nal %

mum_badges. 0220 0057 00w
num_guestions last Gmo 0209
badge_score 0206
ans_acceptance rate. 0.195

avg_comment length 0135 05 00K
mum_posts commented 0.2
avg_num_tags. 0.3

avg has. accepied ans 0130 0106 BeTw

um_comments 0130 0067 0om

Fum_answers_last Gmo

last_q_num_tags.

hours of high-quality expert work i oo o
avg num _distinat commenters a 0,073 0073 S64%
avg body length q 0.067 0051 Be.
avg_num_pesitive votes g 0.060 0078 BB.TH
last a_bady length 0.066 0023 71K
avg body length a 0.004 0033 Bk
last q title length 0003 0004 138%
avg_ commenter_badge scare q 0.015 0048 BOTH
awg titie length q 0.022 0064 BO.7%
last o num negative votes 0.026 002 116%
a%g num_distinct commenters g 7
avg avg comment length g 0.043
last q_avg commenter badge score 0.046 0006 13.8W
last 9 weeks ago 0.348
weeks since last comment 0.282
last_a_weeoks_ago 0.304
last a_num tags nan
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Stanford CS46:
Results




Results

Task: Will a user be active inthe next 6
months?

Id»
Test ROCAUC
Accountld
0.6842 DisplayName
Location
Naive baseline WebsiteUrl

AboutMe

CreationDate

XGBoost
(no feature engineering)
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Results

*Work measured as the marginal

12 hours manual work effort to solve a new task
~682 lines of code
1hr model training
(2 days to model) Test ROCAUC
0.8643
0.6842
XGBoost Expert Data Scientist

(no feature engineering)
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Results

Task: Will a user be active inthe next 6

months?
12 hours manual work <1 hour manual work
~682 lines of code 54 lines of code
1hr model training 1hr model training

(2 days to model) \ Test ROCAUC

0.6842

XGBoost Expert Data Scientist GNN
(no feature engineering)
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Results

Task: Will a user be active inthe next 6

months?
Performance Comparison
AUCROC Hours Human Work Lines of Code Hours Model Training
0.90 0.86 11.00 700 - 682.00 1.00 1.00
1.0-
0.8- 10- 600 -
° 0.8 -
8- 500 -
U 0.6- B
) 1l O 400- ¢ 06-
5 3 s 3
2 04- T . §300— T oa-
= 200-
0.2- 5. 0.2 -
1.00 100 - 54.00

0.0-

GNN Expert Data Scientist GNN Expert Data Scientist GNN Expert Data Scientist GNN Expert Data Scientist
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More Relbench tasks

Performance Comparison

85_1'5%ckex-engage 8E§,_tiz3ckex-bad%6e:i,4 7Ofc}lr(pazon-churn an”!s_zgcgn-productgf?yrn
86.43 . 70 - 67.55 50
- 80_
80 60 -
- 60,
y 60- y 60- T U
o o O 40- o
& & & &
D 40- D 40- D3p- 5 40-
= = = =
20- 20- 20 20-
10 -
0- 0- - -

GNN Expert Data Scientist GNN Expert Data Scientist GNN Expert Data Scientist GNN Expert Data Scientist
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